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ABSTRACT

We describe the challenges and capabilities of implementing a fast, efficient georegistration system on low-
power GPU-enabled embedded systems. The input to this are high-resolution aerial images and refined camera
metadata, the output are registered aerial images that can be used e.g. in moving object detection and tracking
algorithms. The transformations required in the geoprojections in this implementation are obtained from our
recent fast Structure-from-Motion (SfM) and georegistration method- BA4S. A real-time warping of the high-
resolution 3-channel imaged is implemented on GPU in this work which allows a fast geoprojection on a low-power
embedded system. Our benchmarks show the effectiveness of the implementation and compared its performance
on different hardware platforms. We propose future application in real-time on-device processing, given initial
speeds on embedded systems.

Keywords: Aerial image stabilization, embedded systems, georegistration, geo-registration, wide area motion
imagery (WAMI), real-time, CUDA

1. INTRODUCTION

The automatic detection of moving objects is frequently a critical task for many video analysis and tracking
applications particularly when applied to large scale aerial imagery. Videos in this field are captured on a
moving airborne platform. This causes large jitters and poses significant challenges to the detection of moving
objects like vehicles. To address this problem, images from the camera are registered to a global reference system
to keep constant the relative movement between the moving platform and the scene. This technique is called
georegistration or in general image stabilization. There are different techniques for georegistration [citations]
which are often very slow and inadequate for the purpose of real-time georegistraion on a low-power embedded
system. In order to gain a significant speed in computing the transformations required to warp original images
onto a global coordinate system, we use our fast and accurate SfM and georegistration technique, called BA4S.1

BA4S takes advantage of the availability of global positioning system (GPS) and inertial measurement unit
(IMU) sensors that are routinely used in aerial navigation and imaging.2 These sensor metadata are used to
derive the registrations necessary without having to rely on error-prone image-to-image methods. Reader is
referred to1 for more details.

In Wide Area Motion Imagery (WAMI), one of the primary demands is vehicle detection and tracking. If
these kind of tasks are to be implemented live, as a UAV is capturing images of a scene, a major challenge is
image registration of the images as they are taken. In this paper we show that our computational method for
georegistration can be implemented on embedded systems (like those that can be mounted on or in a UAV) and
has the potential for real-time registration of high resolution images. Recent models of embedded systems con-
sume low power but have shown significant speed and ability, especially given recent strides in GPU computing.
We chose the Nvidia Jetson TK1 and TX1 to experiment on. These devices are frequently used in robotics for
their small size and low power consumption. The CUDA API on both devices helps to optimally use the GPU
resources for the operations. In this paper we use these two embedded systems to evaluate the performance
of our geoprojection and warping implementation. We show that the speed-up of this time compared to CPU
methods is significant, and the frames per second that can be warped is impressive.
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Figure 1: The Nvidia Jetson TX1 is 50x87mm, about the size of a credit card. It has an integrated Maxwell
GPU and an ARMv8 CPU9

2. GEOREGISTRATION AND EMBEDDED SYSTEMS

Most approaches for image stabilization use image-based matching and warping either global or piecewise local
transformation for stabilizing the ground plane before moving object detection.3–5 In addition, image registration
is difficult for urban scenes. Large structures and tall buildings cause high amounts of occlusion and parallax.
An example of this is seen in [3] and [6] where multilayer homography estimation did not effectively deal with the
presence of strong parallax. In WAMI imagery, parallax is much stronger. In [7] sensor data is used to perform
an initial orthorectification and georeferencing of each image in an aerial video. Then, a RANSAC-based method
was utilized to find the most optimal affine transformations in a 2-D image space. Another work8 proposed a
method for registering and mosaicking multicamera images. In their method, registration was achieved using
control points with projective image-to-image transformations. The best control points were used to register the
images, taking about 15 minutes to estimate transformation matrices for only six overlapping images of size 4008
x 2760. This is very slow.

There are certain documented advantages to mathematical image registration methods on embedded systems.
Le Moigne et al saw reasons to implement wavelet-based methods to achieve parallel processing due to the ability
of embedded systems to parallelize.10

Most research on registration being done in real time has been done on medical imagery where the need
for real-time xray correction is critical. Compared to WAMI aerial imagery, these medical images are usually
significantly smaller.11–13 Some image-to-image methods such as feature extraction have even been explored
with CUDA.14 These have shown significant speed improvements showing real-time processing thanks to paral-
lelization, albeit with smaller images (1280 720 and 1920 1080 pixels)15 CUDA allows for faster processing on
many kinds of computer vision applications thanks to multithreading and efficient memory management.16

3. SUMMARY OF ANALYTICAL GEOREGISTRATION

The following two sections are from our previous work1 and describe the georegistraion techniques employed on
the embedded systems in our experiment for this paper.

3.1 Features, Sequential Matching, and Tracking

Thanks to sequential image capture, we have an easy way of knowing which frames are adjacent to each other.
This is similar to persistent aerial WAMI17 or hyperlapse first person videos.18 We use this information to reduce
the time to match n cameras from O(n2) to O(n)

Jointly refining camera parameters and 3-D structure in an optimal manner often is a problem we face in
refining 3D coordinates. Reprojection error will be used as the quality metric. Bundle adjustment is responsible
for the refined sensor data passed along to the georegistraion. While the main focus of this paper is registration it
helps to overview the previous step. Given a set of n cameras, with arbitrary poses (translations and orientations)
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and, m points, bundle adjustment optimization is defined as a least-squares minimization using the L2-norm or
sum-of-squared reprojection errors

E = min
Ri,ti,Ki,Xj

n∑
i=1

m∑
j=1

||xji − g(Xj , Ri, ti,Ki)||2 (1)

Ri, ti, and Ki are the rotation matrix, translation vector, and (intrinsic) calibration matrix of the ith camera.
Xj is the jth 3-D point in the scene and observation xji is the 2-D image coordinates of the feature Xj in camera
i, and the L2 norm is used. The mapping g(Xj ,Ri, ti,Ki) is a transformation model that projects a 3-D point
Xj onto the image plane of camera i using its extrinsic, Ri and ti, and intrinsic parameters, Ki, defined as

g(Xj ,Ri, ti,Ki) ∼ PiXji (2)

where Pi is the projection matrix of camera i, defined as

Pi = Ki[Ri|ti] (3)

The camera(s) have intrinsic parameters defined as

Ki =

fi 0 ui
0 fi vi
0 0 1

 (4)

where fi is the focal length in pixels and (ui)
T is the camera principal point One can consider radial distortion

parameters in the camera calibration matrix for both computing the reprojection error and also parameters to
be optimized in bundle adjustment (see [19–21]). The extrinsic matrix is composed of the rotation Ri and
translation ti of the camera

[Ri|ti] =

r11,i r12,i r13,i tx,i
r21,i r22,i r23,i ty,i
r31,i r32,i r33,i tz,i

 (5)

3.2 Georegistration Using Global Homography

Using this approach to refine camera parameters (defined further in [1]), we can globally register images in a
georeference system. Figure 2 shows a world coordinate system Fw and a ground plane π spanning through
its X- and Y- axes. Without loss of generality, we consider Fw to be on π. The scene is observed by n aerial
cameras C1, C2, . . . Cn. To make the notations succinct, we will omit the camera indices from now on unless
otherwise stated. Let us consider a projective camera C, with coordinate system Fc, observing the scene. Using
(3), the image coordinate (expressed in a homogeneous system) of a general 3-D point X = [x y z]T from Fw

projected on the image plane is obtained

x̃ = K[RX + t] (6)

where K is the camera calibration matrix (intrinsic parameters), R and t are the rotation matrix and
translation vector from Fw to Fc, respectively. The Z coordinate of a 3-D point X lying on π is zero yielding

x̃ = K([r1 r2 r3][x y 0]T + t) (7)

r1, r2, and r3 being the first, second and third columns of R, respectively. After simplification, we have

x̃ = K[r1 r2 t]
πx̃ (8)
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X (E)

Figure 2: A scene and its ground plane π. It is observed by n aerial cameras. πHi represents the homography
transformation between the image plane of Ci and the plane π. For an on-the-plane 3-D point such as X1,
its homographic transformations from the camera image planes onto π will all merge together and coincide to
X1 (the green point). However, for an off-the-plane point such as X2, its homographic transformations will be
spread out (see the red points). These red points are spurious and induced by the parallax.

where πx̃ = [x y 1]T represent the 2-D homogeneous coordinates of 3-D point X on π. Indeed, one can
consider the term K[r1 r2 t] analog to a 3 × 3 homography transformation matrix, which maps any 2-D point
from π onto the camera image plane as

x̃ =cHπ
πx̃. (9)

Likewise, a 2-D homogeneous image point x̃ can project back on π as

πx̃ =c H−1
π x̃ =π Hcx̃ (10)

where πHc is equal to

πHc = [r1 r2 t]
−1 K−1 (11)

= [r1 r2 t]
−1

f 0 u
0 f v
0 0 1

−1

(12)

=
1

fD

 r22t3 − r32t2 r12t3 − r32t1 r12t2 − r22t1
r21t3 − r31t2 r11t3 − r31t1 r11t2 − r21t1
r21r32 − r22r31 r11r32 − r12r31 r11r22 − r12r21

×
1 0 −u

0 1 −v
0 0 f

 (13)

where

D = r11r22t3 − r11r32t2 − r12r21t3 + r12r31t2 − r21r32t1 − r22r31t1 (14)
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= (r21r32 − r22r31)t1 − (r11r32 − r12r31)t2 + (r11r12 − r12r21)t3. (15)

The columns of the rotation matrix R = [r1 r2 r3] are orthogonal i.e., r1 × r2 = r3 or

r21r32 − r22r31 = r13
−r11r32 + r12r31 = r23
r11r12 − r12r21 = r33.

(16)

After simplification and applying (16) we obtain

πHc =
1

λ

 r22t3 − r32t2 −r12t3 + r32t1 −
[
−r22t3 − r32t2, −r12t3 + r32t1, −r12t2 + r22t1

]
v

−r21t3 + r31t2 r11t3 − r31t1 −
[
−r21t3 + r31t2, r11t3 − r31t1, r11t2 − r21t1

]
v

r13 r23 −rT3v

 (17)

in which v = [u v f ]T and λ is a scalar defined as

λ = frT3 t. (18)

λ in (17) can be omitted, because a homography matrix is defined up to scale. Thus, we obtain the following
analytical expression for the georegistration homography matrix:

πHc =

h11 h12 h13
h21 h22 h23
h31 h32 h33

 (19)

where elements hij are as in (17) and we note the following simplification for h13 and h23:

h13 = −[h11, h12, r12t2r22t1]v
h23 = −[h21, h22, −r11t2 + r21t1]v.

(20)

A 3-D plane in the scene (our ground plane π) always induces a homography relationship. In the case
without noise for the camera pose parameters, the back-projection errors for points on the ground plane will be
zero-meaning the back projections of the 2-D image points from each camera, of a 3-D point lying on the scene
plane π will map to this same 3-D point. However, the back projection of 2-D image points associated with a
3-D scene point that is off the ground plane (not lying on π) will be scattered lying on a contour that depends
on the height of the object and follows the trajectory of the camera. This is referred to as motion-induced
parallax. For example, a 3-D point on the plane X1 has homographies or back projections from each of the
cameras πx1

1,
π x1

2, . . .
π x1

n that coincide with the true location X1. However, for the points off the plane like X2,
its homographies or back projections will be spread out as shown by the points πx2

1,
π x2

2, . . .
π x2

n. The motion-
induced parallax of these tall structures will produce apparent motion in the georegistered imaged sequence once
the images are stabilized using the direct homographies. The same approach can be extended to work with a
camera array made of multiple focal planes on the same aerial platform or on multiple platforms in a sensor
network.
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Figure 3: Aerial images of Albuquerque before being registered. All frames are far apart in time. From left to
right, top to bottom: Frame 0, 265, 805, 1070.

Figure 4: Aerial images of Albuquerque after being registered, far apart in time. The ground plane is now
consistent. From left to right, top to bottom: Frame 0, 265, 805, 1070.
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4. EXPERIMENTS

4.1 Hybrid Embedded Systems

An embedded system is computer hardware that can do its own processing and is still usually part of a larger
device. They are often used as part of large complicated devices like avionics or robotics. Here, we are discussing
the Jetson TK1 and TX1 implemented as airborne embedded systems.

Embedded systems are naturally real-time devices, and in order to provide sufficient reason to perform
processing on a device, it is preferable to reach real-time speeds. Embedded systems have risen in popularity as
gpu computing has been shown to significantly increase speed.

Nvidia’s Jetson TK1 is 32-bit and has 4 Cortex-A15 cores running at 2.3HGhx, plus a 5th lower power
core. One GPU Kepler streaming multiprocessor is running at 852 MHz. Each Cortex-A15 core has 32 KB
L1 instructions and 32 KB L1 data caches. The 4-core cluster has 2MB of shared L2 cache. In the program
environment, the TK1 has Ubuntu 14.04.1 LTS. The toolchain includes GCC ver. 4.84. and CUDA Toolkit
6.5.22 It is 127x127mm and has a typical power consumption between 1 and 5 Watts. It has 2 GB of RAM.

The Jetson TX1 is a 64-bit board with 4 Cortex-A57 cores running at 1.9 GHz, each with a 48KB L1
instruction cache and 32 KB L1 data cache with 2 MB shared L2 cache. It also has four slower Cortex A53
cores and two GPU Maxwell SMs running at 998 MHz. It has the aarch64 Linux kernel while the program
environment is the same as the TK1.22 We have the 8.0 version of the CUDA toolkit available on this machine.
It is 50x87mm and typically sees a 10-15 Watt power draw. It has 4 GB of RAM.

4.2 Experiment and Results

The experiments were run in C++ on both the TK1 and TX1. The CUDA library Nvidia Performance Primitives
(NPP) was used to take advantage of the GPU on both devices. They were tested against an implementation of
the same method in Matlab, running on the CPU of a Macbook Pro. We also tested the CUDA NPP code on a
1.5GB GTX480.

It is worth noting here that this was purely to test image warping. During the execution of the program
on-device, the image input/output time, especially due to such large images, took significantly longer. In fact,
for the amount of time spent on each image, approximately 3% was spent on image warping.

We assume this is not a significant problem, as the image input and output can be parallelized and put into
the background. IO is an unavoidable time constraint for any real-time system dealing with images, especially
large ones. GPU and multi GPU systems will be able to further offload these bottlenecking tasks.

Figures 3 and 4 show four example frames to be warped for the georegistration and the result of the process.
These images come from our Albuquerque aerial image data set. Figure 5 shows the times taken per frame
for each test environment and on a few different image scales. It also shows the speed-up from our CPU
implementation of this method. Times reported are a time average over seven images due to space limitations on
the device. Figures 6 and 7 show more clearly the significant differences between devices and between GPU/CPU
environments. They also show how the standard deviation for the TK1 was very high. It is uncertain as to why
warps had such a high variance on this device. The average fps seen on the TX1 is around 20fps, which could
be considered real-time depending on the camera input. WAMI images may not be taken at a standard 30 fps
due to the large size and slow-moving nature of the UAV camera platform. So these results are a promising
indication of real-time application.

5. CONCLUSION

Our work has shown a potential in GPU computing to speed up image processing tasks. Powerful boards are
capable of quickly doing necessary computations on-device and can open the door for using these processed
images while the device is running. Typical wide area imagery aerial capture is at the rate of 5 fps this being
the case, our results already exceed real-time in several places. The TX1 is clearly very capable, with 5-20 fps
across all image scales.

GPUs are always improving. We have yet to test this code on the new TX2, the successor to the TX1. We
expect code optimization to improve these times across all devices, as well.
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Figure 5: Each input image was 6600x4400. The warping acted on a scaled image of indicated size.

Figure 6: Here we see the average GPU times and how it is affected by image size, with one standard deviation
shown. Notice the slowest results were found on the TK1 and the fastest on the GTX480. The standard deviation
is significant on the TK1. It is uncertain why the performance has so much variance.

Figure 7: The average times per warp for each image size on a CPU. Notice how the times are significantly
greater than even the TK1 times in the previous plot, taking up to 18 seconds in the largest image size.
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In the future, in addition to these improvements, we plan to test on a UAV. The results we are getting without
a UAV to test in the field are promising, but we need to test for how much power the embedded systems will
draw and how much we can realistically accomplish while the drone is flying. We are confident these preliminary
results show that aerial processing in the future will be achievable.
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