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Abstract—Video object tracking has been used with great suc-
cess in numerous applications ranging from autonomous vehicle
navigation to medical image analysis. A broad and emerging
domain for exploration is in the field of automatic video-based
animal behavior understanding. Interesting, yet difficult-to-test
hypotheses, can be evaluated by high-throughput processing of
animal movements and interactions collected from both labora-
tory and field experiments. In this paper we describe BioSense,
a new standalone software platform and user interface that pro-
vides researchers with an open-source framework for collecting
and quantitatively analyzing video data characterizing animal
movement and behavior (e.g. spatial location, velocity, region
preference, etc.). BioSense is capable of tracking multiple objects
in real-time, using various object detection methods suitable for
a range of environments and animals. Real-time operation also
provides a tactical approach to object tracking by allowing users
the ability to manipulate the control of the software while seeing
visual feedback immediately. We evaluate the capabilities of
BioSense in a series of video tracking benchmarks representative
of the challenges present in animal behavior research.

Keywords—object-tracking, video analytics, animal behavior,
automated data collection, tracking software

I. INTRODUCTION

Traditional approaches to quantifying animal movement
and spatial information often relied on researchers manually
annotating subsequent video frames or images collected at
regular sampling intervals using software tools such as Im-
ageJ [1]. While this approach allows for animal movement
to be discretized, it does so at the cost of increased time
and labor spent annotating images, which ultimately impacts
how many images can be processed. To mitigate this issue,
automated video tracking systems were introduced as early as
the 1990s which offered more flexibility, and greater spatio-
temporal resolution [2]. Due to the advancements of com-
puting performance in the years since, video based tracking
has improved considerably with regards to tracking multiple
objects, operating under real-time constraints, and being able
to use state-of-the-art computer vision algorithms such as deep
convolutional neural networks.

Researchers studying animal behavior need software that al-
lows them to collect large volumes of data at high resolutions.
In particular, researchers need software solutions that allow
them to process their data using standardized techniques in a
consistent and intuitive manner. Prior research has largely been

conducted using proprietary software or algorithms that were
developed specifically for a unique problem domain (e.g. cell
tracking, 3D tracking of fish schools, etc.) and may not be pub-
licly available. While some commercial software still remains
popular, the rise of the open-source paradigm has prompted
developers and companies alike to share their work with the
research community for free, which fosters collaboration and
greater accessibility to those technologies [3].

An ideal tracking software for animal behavior research is
one that is domain-agnostic, meaning that it can operate for a
wide range of animal behavior and environmental conditions.
Given the broad set of animal movements and experimental
setups, a single technique for detecting and tracking objects
may not be optimal for different cases. Moreover, the trade-off
between algorithmic complexity and the software’s response
to user input needs to be considered as there typically is not
a one-size-fits-all setting for optimal tracking parameters. The
majority of experimental footage is usually on the order of
a couple of minutes to several hours, therefore, users should
receive feedback on the tracking performance for a given set
of parameters and be able to make adjustments accordingly in
real-time.

To address these challenges, we present BioSense, a cross-
platform software package, capable of tracking multiple ob-
jects in real-time for a variety of experimental circumstances.
BioSense provides an intuitive and easy to use graphical user
interface that allows users to experiment with different settings
and discover those most optimal for their experimental setup.
We provide different object detection techniques suitable for
different tracking environments and use an adaptive Kalman
Filter in order to model the movement dynamics of different
animals that may not be captured under a single process model.
We use the Hungarian method to find the optimal assignment
of tracks to detected objects and use a gating technique for
rejecting bad measurements that could otherwise cause the
filter to diverge. We evaluate the performance of BioSense
for a variety of tracking challenges present in experiment
videos using standard mutli-object tracking metrics. BioSense
is released for free and is available for download along with
supporting documentation and the supplemental materials used
in this study (e.g. raw and processed videos, trajectory files,
etc.) at the Mantis Research Technology website [4].
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discusses the recent tools available for video-based tracking in
animal behavior research. Section III discusses the design and
implementation details of our multi-object tracking software.
We provide the details of the tracking datasets and metrics
followed by the results of the evaluation in Section IV. Lastly,
Section V concludes the paper and provides a discussion of
future improvements.

II. RELATED WORK

The technologies enabling the automated tracking of animal
behavior and movement have evolved significantly over the
past two decades. One of the earliest and most prominent
commercial example is Noldus’ EthoVision software [5]. Ini-
tially developed for use in behavior experiments with mice,
EthoVision has since been extended to track different animals
such as zebrafish (Danio rerio) and various types of insects [6].
The EthoVision software has different commercial packages or
modules, that are tailored towards specific tracking problems
(e.g. single-object vs. multi-object, and aquatic vs. terrestrial).
Additional modules for advanced behavior analysis such as
action recognition and 3D tracking are also available for
purchase.

Similarly, another commercial only software, AnTracks, was
initially developed for tracking large numbers of ants but has
been used in different studies by several universities [7]. While
EthoVision and AnTracks have an established presence in the
research community, it’s commercial only availability may
limit the user audience and flexibility of research that can
be performed. Furthermore, commercial only software makes
evaluating and comparing new emerging software difficult and
as a result they are usually left out of the evaluation study.

Several free software alternatives have also recently been
proposed. Ctrax is an open-source program initially developed
for tracking positions and orientations of walking flies [8].
Some functionality Ctrax of has also been packaged as a
Matlab toolbox and can be integrated with existing programs.
EthoWatcher is another free tracking software that was initi-
nally developed for tracking mice in toxicology studies [9].
EthoWatcher, however, is limited to tracking only a single
object and cannot summarize data from multiple user regions
selected in a video.

Another open-source software, idTracker was developed
to address the challenges of tracking multiple interacting
objects such as groups of Zebrafish and some insects, while
specifically being able to create appearance models or a
unique ”fingerprint” for each object and can recognize specific
individuals in different videos [10]. idTracker uses an offline
tracking approach where future images in the video can be
used for estimating and fusing trajectories and a profile or
template for each object is created to find the corresponding
object in subsequent frames. However, due to the computation
complexity involved in this approach, the software is unable
process videos in real-time.

The most recent and freely available tracking software
for animal behavior to emerge is ToxTrac, which is capable
of tracking multiple objects in both terrestrial and aquatic

environments [11]. ToxTrac uses a second-order Kalman Filter
to estimate object trajectories for detected objects and fuses
existing trajectory fragments to generate tracks. ToxTrac was
also shown to outperform idTracker in terms of detection rate
and processing time for a series of different evaluation videos.

III. MULTI-OBJECT TRACKING FRAMEWORK

A. Tracking Problem Formulation

In general, the tracking problem can be defined as the
problem of estimating the trajectory of a target object in the
image plane as it moves around a scene. The goal of a tracker
is to assign consistent labels to the detected objects in different
frames of a video usually by using a priori information about
the target [12].

The general object tracking problem can be formulated as
follows:

Let I = {Ik : k ∈ N} represent the frames of a video
sequence, with Ik ∈ EI being the frame at time k, defined in
EI , the space of all possible images. Tracking a single object
can be formulated as estimating the time-series:

χ = {xk : k ∈ N} (1)

over the set of discrete time instances indexed by k, based on
information in I . The vectors xk ∈ Es are the states of the
target and Es is the state space. The time series X is known
as the trajectory of the target in Es.

Information such as the location and shape of each animal
can be encoded into the state vector as xk = (uk, vk, hk, wk),
where uk and vk represent the object’s center x and y co-
ordinates, and hk and wk represent the width and height of
the rectangle bounded around the target. The observation (or
measurement) of a target generated by a sensor is encoded
into the vector zk ∈ E0 where E0 is the observation space.

The task of tracking for multiple objects can be extended
by:

Xk = {xk,1, ..., xk,M(k)} (2)

where the multi-target state vector Xk, contains the con-
catenation of the parameters for all of the single-target states
and M(k) is the number of targets in the scene at time k.
Similarly, the definition of observation to multiple targets can
be extended by:

Zk = {zk,1, ..., zk,N(k)} (3)

where Zk is the finite collection of the single target observa-
tions formed by N(k) observations and each zk,i is the set of
active observations assigned to the trajectory i up to the time
step k.

The mutli-object tracking pipeline currently implemented
in BioSense is shown in Fig 1. Objects are first detected
and then discarded if they are not within a user-defined size.
Valid detections are then linked to object trajectories using
data association methods. This type of tracking is commonly
known as ”tracking-by-detection” and allows for flexibility
by allowing objects to be segmented based on the detection
method most suitable for the given environment.



Fig. 1. The multi-stage, object-tracking pipeline used in BioSense.

B. Detecting objects

The task of object detection involves deciding whether to
classify each pixel in each frame as belonging to either the
foreground or background in a process known as segmentation.
This operation can be performed on each image independently
or can make use of temporal information computed from a
sequence of frames to reduce the number of false detections.
Given the regions of detected pixels in a frame, the tracker
then needs to perform object correspondence from one frame
to the next. BioSense offers two popular techniques to aid in
the segmentation of foreground objects from their respective
background:

1) Greyscale Thresholding: The simplest and often most ef-
fective form of segmentation available in BioSense is greyscale
thresholding. This technique first takes a greyscale image and
performs segmentation based on relative pixel intensities by
assessing whether they are above or below a user defined
intensity value [13].

Greyscale thresholding is performed as follows:

ωi,j =

{
1, where Ik(i, j) ≥ T
0, where Ik(i, j) < T

(4)

where ωi,j is the binary value assigned to the pixel located
at coordinate (i,j) in image Ik and T is a user-defined threshold
with an intensity value between 0-255. The end results after
thresholding an image is a resulting binary image consisting
of solid black and white pixels which represent detected
background and foreground objects, respectively.

2) Background Subtraction: Segmenting an image based
on intensity values alone may be sub-optimal if the objects
greyscale intensity is not homogeneous or if the intensity
values between objects varies significantly. Moreover, re-
searchers may also wish to record animals in a more natural
setting which is usually subject to dynamic lighting conditions
that can alter the color or intensity values of the animals.
Background subtraction is one technique that can remedy
this problem by comparing the difference between subsequent
frames and an initial reference frame or model of a static
background.

BioSense uses an advanced background subtraction tech-
nique [14] that performs segmentation by modeling each pixel
of a frame using a Gaussian Mixture Model in order to

determine if that pixel belongs to the background or fore-
ground. When a new frame is considered, each pixel Ik(i, j)
is compared to the Gaussian distributions currently modeling
that pixel in order to identify if the pixel belongs to one of the
distributions. If there is no Gaussian distribution within a few
standard deviations of the average value for the current pixel,
then a new distribution is initialized to model that pixel.

Conversely, if the Mahalanobis distance from the pixel to
the distribution is less than three standard deviations then that
distribution is updated. A pixel is then classified as background
or foreground if its associated Gaussian distribution represents
the background or foreground respectively. An upper limit is
usually placed on the number of distributions to be considered
for each pixel, and hence when new distributions have to be
created, the smallest existing distribution has be discarded if
the limit on the number distributions has been reached.

The Gaussian Mixture Model (GMM) for background sub-
traction is defined as:

p(−→x |χT , BG+ FG) =
M∑

m=1

πmℵ(−→x ;−→µm, σ
2
m ∗ I) (5)

where −→µ1, ...,
−→µM are the estimates of the means and

−→σ1, ...,−→σM are the estimates of the variances that describe the
Gaussian components. The covariance matrices are diagonal
and the identity matrix I has proper dimensions. The mixing
weights denoted by πm are non-negative and add up to one.

Given a new data sample −→x t, at time t, the recursive update
equations are:

π′m = πm + α(Ot
m − πm) (6)

−→µ ′m = −→µm +Ot
m(α/πm)

−→
δ m (7)

σ2′

m = σ2
m +Ot

m(α/πm)(
−→
δ T

mδm − σ2
m) (8)

where
−→
δ m = −→x t−−→µm. The result is an on-line clustering

algorithm where intruding foreground objects will be repre-
sented by some additional clusters with small weight πm. If
the distributions are assumed to be sorted to have descending
weights πm, we can approximate the background model by
the first B clusters:

B = argmin
b

b∑
m=1

> (1− cf ) (9)

where cf is a measure of the maximum portion of data
that can belong to foreground objects without influencing the
background model.

3) Rejecting erroneous detections: Each of the techniques
previously discussed provide unique advantages to detecting
different types of animals in various environments. However,
one of drawback of tracking-by-detection involves the as-
sumption that detected objects fed into the tracking stage are
valid samples. Noise in the form of unwanted objects (e.g.
shadows, lighting changes, etc.) or disjointed regions of pixels
on a single object can become problematic if not addressed.
Without creating a unique appearance model for each object,
we can reduce the false positive error by confidently discarding



detected objects whose area is outside of a user-defined size
parameter determined at run-time. The challenge of how to
handle cases where the detected number of objects differs from
the number we expect to observe is discussed in the following
section.

C. Tracking with the Adaptive Kalman Filter

Once valid detections are retrieved, a Kalman Filter can
be designed to use those measurements in order to create
predictions about object trajectories that can then be used
to find correspondence between new measurements (data as-
sociation) and filter predictions when uncertainty about new
measurements is involved (e.g. disruptions in detection from
objects colliding or being occluded) [15].

The Kalman Filter addresses the general problem of trying
to estimate the state x ∈ <n of a discrete-time controlled
process that is governed by the linear stochastic difference
equation:

xk = Axk−1 +Qk (10)

where state transition matrix A relates the state at the previous
time step k−1 to the state at the current step k and Q represents
the process noise matrix. For the case of modeling a kinematic
first-order system that considers objects with xy position and
velocity in a 2D space, Eq. 10 can be represented in matrix
form by:

x
y
vx
vy


T

k

=


1 0 ∆t 0
0 1 0 ∆t
0 0 1 0
0 0 0 1

 ·

x
y
vx
vy


T

k−1

+Qk (11)

The corresponding measurement z ∈ <m is defined as:

zk = Hxk +R (12)

where z is the pair of centroid coordinates for each object
provided by the detection algorithm at time step k with R
being the measurement noise matrix. The matrix H relates
the state to the measurement zk and is 1 in this case. The
measurement equation is represented in matrix form as:

[
zx
zy

]T
k

=

[
1 0 0 0
0 1 0 0

]
·


x
y
vx
vy


T

k−1

+R (13)

Computing an a posteriori state estimate x̂k as a linear
combination of an a priori estimate xk and a weighted
difference between a actual measurement zk is defined by:

x̂k = xk +K(zk −Hxk) (14)

where the difference (zk − Hxk) is called the measurement
innovation or residual, and K is the Kalman gain that mini-
mizes the a posteriori error covariance. The residual reflects
the discrepancy between the predicted measurement Hxk and
the actual measurement zk.

The Kalman Filter recursively estimates a process state at
some time and then receives feedback in the form of often

noisy measurements. The Kalman Filter is updated via two
sets of equations known as the time update (prediction) and
measurement update (correction). In the prediction stage, the
state and covariance estimates are projected forward from time
step k-1 to step k. In the correction stage, the first step involves
computing the Kalman gain K and then using a measurement
of the process to generate an a posteriori state estimate. The
final step involves computing an a posteriori error covariance
estimate.

Properly initializing the process and measurement noise
covariance matrices Q and R from Eqs. 11 and 13 can have a
significant impact on filter performance [16]. We initialize R
as follows:

R =

[
σ2
x σyσx

σxσy σ2
y

]
=

[
λ 0
0 λ

]
(15)

where we assume x and y are independent Gaussian processes
and the variance λ is set to 1×10−5 to account for fluctuations
in the detection of objects based on lighting and shape changes
that can distort the calculation of the centroid coordinates of
measurements throughout the video.

Typically Q is tuned empirically and is assumed to be con-
stant once initialized but in the case of general animal tracking,
this assumption may lead to sub-optimal filter performance
due to different animal locomotion and behavior. Given our
Kalman Filter implementation is a first-order filter based on a
constant velocity (CV) motion model, it works well for objects
that vary their movement and velocity relatively slowly. Issues
can arise when trying to track quickly maneuvering objects
with the CV model, so sometimes a constant acceleration
(CA) motion model is used instead. However, CA models have
some drawbacks as they tend to closely track noise in the
measurements which can be mistaken for object accelerations
even though an object remains stationary, resulting in degra-
dation of prediction accuracy. Furthermore, it is reasonable
to assume that in animal tracking, stationary positioning is
just as common as continuous movement, therefore, a balance
between the two systems needs to be explored.

To address this issue, we propose an adaptation strategy
that adjusts Q at time step k whenever a maneuver is detected
using information from the residual. The residual indicates
how much the prediction using the process model matches the
actual measurement from the system. We normalize the square
of the residual in order to determine if Qk needs to be scaled
using:

γ = yTS−1y (16)

where y is the residual and S is the measurement covari-
ance [17].

At the beginning of tracking, Q0 is initialized as a diagonal
matrix with large values to give preference to the measurement
and is then immediately scaled down during the next time step
to give preference back to the prediction output. Detecting
maneuvers using the residual is straight forward as we can
choose a scaling factor (e.g. 1000) to multiply with the
covariance matrix when γ in Eq. 16 exceeds a threshold γmax



(e.g. typically greater than 5 standard deviations). During the
next time step k, the covariance matrix is scaled down using
the same scaling factor γ.

D. Data association and measurement validation

The process of tracking an object would not complete with-
out a way to optimally assign a predicted position (e.g. output
from the Kalman Filter) to an actual measured position (output
from an object detector) in order to establish a consistent track
for a given object.

This problem can be represented as a general assignment
problem and optimally solved using the popular Hungarian
Algorithm [18] show below:

min
∑

d2ij ·xij with xij ∈ 0, 1∑
i

xij = 1 and
∑
j

xij = 1
(17)

where d2ij is a pair of predicted object coordinates to be
assigned to a pair of detected (measured) object coordinates
xij such that the cost of each assignment (euclidean distance
between points) is minimal with no two assignments occurring
in the same column or row. This method ensures that each
detected object has a unique track assigned to it. In the case
where there are fewer detections than tracks, the current track
is not updated.

The issue of unwanted objects being detected that fall within
allowable size constraints being passed onto the tracking
stage is common and needs to be addressed. Measurement
validation, also known as gating, is a common technique
used to reject measurements not compatible with the expected
motion or location of a target. Many tracking approaches use
problem-specific heuristics to determine if a newly detected
position is well within the physical and temporal capabilities
of the object’s motion. While this method tends to produce
good results for well-defined motions, it typically does not
generalize well, particularly in the case of animal tracking
which can include animals of all sizes and environments. To
address this challenge, we use a gating approach that employs
a large and rectangular gate to discard geometrically unlikely
measurements.

Fig. 2. Graphical User Interface for BioSense (PC version) illustrating how
users can draw custom masks to remove unwanted disturbances (e.g. moving
background objects) in the image that may degrade tracking performance.

E. Additional software features
To ensure high-quality and accurate measurements for

the tracking stage, several additional tools are available in
BioSense for improving object detection:

1) Image pre-processing: Image quality can vary based
on different types of cameras and lighting conditions that
can result in images being blurry or having too much noise.
BioSense offers several tools to help improve image quality
by allowing the user to sharpen the images which can reveal
more edge information or by blurring the images which can
help to removing unwanted noise and artifacts. Histogram
equalization can also be performed to enhance the contrast
of images.

2) Contour growing/shrinking: Mathematical morphology
is an approach to image processing that performs operations
regions of segmented pixels that can be used to enhance
overall object detection [19]. BioSense provides four types of
morphological operations: dilation, erosion, opening (erosion
followed by dilation), and closing (dilation followed by ero-
sion). Each operation can be used in different circumstances to
improve object detection by either growing or shrinking seg-
mented regions. The erosion operation may aid in segmenting
touching animals resulting in more distinguishable individuals.
Conversely, the opening operation can be used to enlarge the
area of an object in a binary image that may not be properly
detected due to their small size.

3) Regions of Interest and Masking: Users can create
custom Regions of Interest (ROI), which are primitive shapes
that can be drawn on screen that can then be used to monitor
animal activities (e.g. frequency/duration of visits). Addition-
ally, noisy and problematic areas (e.g. changes in lighting,
movements outside of the observation area, etc.) in the video
frame can be masked out, resulting in greater detection and
tracking performance.

4) Conversion of pixel measurements to real-world units:
When dealing with spatial coordinates and movement rates it is
useful to be able to represent the quantities in real-world units.
BioSense provides a calibration module that allows users to
relate a fixed distance in a unit system of choice (e.g. metric)
to a number of associated pixels by allowing user to draw
a corresponding line on screen across the length of a known
object (e.g. scale, diameter of tank, etc.) in the video frame
resulting in a ratio of pixels to a real-world unit of length.

5) Exporting data and movement statistics: BioSense pro-
vides several useful metrics and statistics related to animal
movement that can be exported after processing a video. Users
can export absolute measurements and summary statistics for
each object such as the position, velocity, distance moved,
heading, group alignment, and region occupancy durations
for each time step. Advanced movement statistics are also
calculated such as the mean nearest neighbor distance (NND)
from an object to all of it’s neighbors, and the net-to-gross-
displacement (NGDR) ratio. The NGDR metric is used to
assess the ”tortuosity” of a trajectory. Ratios close to one cor-
respond to rectilinear motion whereas smaller values indicate
a more tortuous and complex trajectory [20].



TABLE I
ANIMAL TRACKING DATASET ATTRIBUTES

Video Video Frame
Resolution

Framerate
(fps)

Object
Count

Object Size
(pixels2)

Occlusion
(0-1)

Collision
(0-1)

Mobility
(1-3)

Contrast
(1-3)

Difficulty
Index

Bee [2a] 960 x 720 30 1 3106.4± 120.5 No No Medium Low 3
Shiner [2b] 960 x 720 30 4 80.7± 40.8 No Yes High High 7
Spider [2c] 1280 x 720 15 1 2411.7± 345.2 Yes No Low Low 3

Termite [2d] 1920 x 1080 60 8 2506.1± 68.9 No Yes High High 7
Treehopper [2e] 640 x 480 30 1 287.5± 48.9 Yes No Low Low 3

Tadpole [2f] 928 x 800 600 7 280.7± 23.2 No Yes Medium High 6

Fig. 3. Comparison of the videos (2a-2f) used in the animal tracking dataset. Close-up screenshots and bounding boxes are shown for visualization purposes.
Please see supplemental material for information regarding the videos used for evaluation.

6) Software implementation: BioSense was implemented
using the Python programming language. Because Python is
an interpreted language as opposed to a purely compiled one
such as C or Java, it is known to be a slower language.
However, we used several highly-optimized libraries such
as Numpy [21] that perform numerical computations using
code compiled in C which leads to significant speed-ups over
using native Python operations. The OpenCV [22] library was
used extensively for image processing tasks and also uses
Numpy for performing complex operations. We made further
optimizations to BioSense by vectorizing code where possible.

IV. PERFORMANCE EVALUATION

A. Datasets for animal tracking

The recent advancement in computer vision algorithms has
prompted an increase in the amount of image and video
datasets (e.g. pedestrian, common objects, satellite images,
etc.) available for training and evaluating such algorithms.
This poses a problem for animal tracking research due to the
fact that videos of animal behavior experiments is limited and
often not made public. In order to evaluate the robustness
of BioSense for the generalized case of object tracking, we
constructed an animal tracking dataset, described in Table I,
that consists of several videos with attributes reflective of those
typically encountered in animal behavior research experiments.

We specifically chose videos of various resolution, number
of objects present, and differing levels of contrast between the
animals and backgrounds. Additionally, behavior specific to
the animals were included such as the possibility of objects
to interact (collide), seek refuge (occlusion), and animals that
tend to have high velocities and overall displacement were
reported. Because the success of a tracking algorithm used
for animal behavior is highly dependent on the type of video

and visual conditions present, we also report a difficulty index
that illustrates the level of complexity involved in obtaining
optimal results from a tracking standpoint. The difficulty index
is the summation of points assigned to a video based on
attributes present (e.g. (0-1) for collisions or no collisions,
(1-3) for mobility type, etc.) We also report the degree to
which there is a low or strong contrast between the animal
and the background as this is typically a deciding factor in
which detection methods are used. Figure 3 shows examples
of the animals we seek to track in each video.

B. Dataset tracking challenges

In order to better understand why a particular animal be-
havior experiment may result in a given performance measure-
ment, we identified several challenging tracking cases related
to specific animal movement in our video dataset and show
how BioSense handles the various tracking issues encountered.
Figure 4 is a sequence of images from the Shiner [s1] video
that shows the case where several fish collide with one another
and merge into a single object, thereby causing those individ-
uals to not be detected which also increases the uncertainty of
future predictions. However, as the individuals merge and are
subsequently detected again, the tracker is able to recover and
estimate the new position using the internal constant velocity
motion model where the tracker expects the individual to be
based on the last position and velocity measurement.

C. Tracking performance metrics

Using a single metric to evaluate multi-target tracking
performance of a tracker is typically insufficient, therefore,
we utilize a set of powerful Multi-Object Tracking (MOT) [23]
metrics used as the standard for tracking benchmarks such as:
• CGT: complete number of Ground Truth labels
• MOTA (↑): Multi-object tracking accuracy



TABLE II
TRACKING PERFORMANCE RESULTS FOR EACH VIDEO

Video Name CGT MOTA (↑) MOTP (↑) FPR (%) (↓) Mismatch (%) (↓) Mostly Tracked (%) (↑) Video Frames Tracking Time (s)

Bee 3788 22.32 30.65 0.00 0.23 93.80 6900 139.02
Shiner 21608 58.70 44.72 0.24 0.08 84.70 5400 76.11
Spider 3886 56.00 60.82 0.03 0.00 95.57 3885 45.14

Termite 22408 87.42 48.02 0.04 0.04 87.58 2760 89.12
Treehopper 2687 66.95 54.56 0.22 0.00 67.47 3180 21.6

Tadpole 32800 57.22 36.81 0.00 0.00 99.28 8190 248.98

Fig. 4. Tracking challenge of multiple fish (4a) that collide and merge into
a single object (4b). The tracker begins to drift for object #1 (blue) due to
not detecting the original object (4c). Once the object is detected again, the
tracker recovers and assigns the correct ID to the newly detected object (4d).

• MOTP (↑): Multi-object tracking precision
• FPR (↓): rate of how well the system correctly rejects

false positives
• Mismatch (↓): rate that an ID is mismatched to a different

object ID
• Mostly Tracked (↓): ratio of GT trajectories that are

covered by a track hypothesis
• Video Frames: total number of frames collected per video
• Tracking Time: total execution time for tracking and

processing

where the evaluation measures with (↑) denote higher scores as
correlating with better performance and evaluation measures
with (↓) denote lower scores as performing better. The MOTP
shows the tracker’s ability to estimate precise object positions,
independent of its skill at keeping consistent trajectories.
Conversely, the MOTA is a measure of the tracker’s per-
formance for detecting objects and keeping their trajectories,
independent of the precision with which the object locations
are estimated. Each video was manually annotated frame by
frame using the Matlab Ground Truth Labeler app which stores
the top left x,y coordinates along with the width and height
of each bounding box that encloses an object. The tracking
output of BioSense produced a similar output format that was
then evaluated against the ground truth annotations to compute
the MOT metrics using the free PyMOT tool [24].

The tracking performance results for each video are listed in
Table II. The results show that BioSense is not only robust at
detecting objects in various kinds of environments but is also
able to provide consistent correspondence between detected
objects and previously established tracks (see Figure 5). The
MOTA and MOTP metrics are both relative to each video and
rely on computing the Intersection-over-Union (IoU) metric
which can become skewed if the ground truth bounding boxes
are much larger than the object which is typically the case
when using an tracking-assisted labeling application such as
the one present in the Ground Truth Labeler app in Matlab.

Fig. 5. BioSense output for tracking multiple objects (Videos 2d and 2b.)

V. CONCLUSION

In this paper we presented BioSense, an open-source soft-
ware with a tactical approach to real-time animal tracking that
provides users with several detection and image pre-processing
tools to address visual challenges present in experimental
footage that otherwise would cause degradation in tracking
performance. We show the performance benefits of our ap-
proach for multi-object tracking and evaluate how BioSense
is capable of processing high-resolution video in real-time
making it an ideal choice for processing copious amounts of
data. We evaluate our tracking approach on numerous animal
tracking videos that reflect the variety of animal movement
and tracking conditions present in animal behavior research.

When developing BioSense, we not only focused on creat-
ing an accurate and reliable scientific tool, but also one that
is intuitive to use, user-friendly, and can be extended to incor-
porate new data processing modules. We plan to continuously
improve BioSense by incorporating additional object detection
tools, tracking algorithms, and movement statistics in order to
meet the technological and scientific demands of cutting-edge
animal behavior research. Additional data visualization and
processing tools are also needed in order provide researchers
with a more complete scientific data collection and analysis
platform.
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