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Abstract—In this paper we introduce a novel end-to-end
framework for generation of large, aerial, city-scale, realistic
synthetic image sequences with associated accurate and precise
camera metadata. The two main purposes for this data are (i)
to enable objective, quantitative evaluation of computer vision
algorithms and methods such as feature detection, description,
and matching or full computer vision pipelines such as 3D
reconstruction; and (ii) to supply large amounts of high quality
training data for deep learning guided computer vision methods.
The proposed framework consists of three main modules, a 3D
voxel renderer for data generation, a deep neural network for
artifact removal, and a quantitative evaluation module for MultiView Stereo (MVS) as an example. The 3D voxel renderer enables
generation of seen or unseen views of a scene from arbitrary
camera poses with accurate camera metadata parameters. The
artifact removal module proposes a novel edge-augmented deep
learning network with an explicit edgemap processing stream to
remove image artifacts while preserving and recovering scene
structures for more realistic results. Our experiments on two
urban, city-scale, aerial datasets for Albuquerque (ABQ), NM
and Los Angeles (LA), CA show promising results in terms of
structural similarity to real data and accuracy of reconstructed
3D point clouds.
Index Terms—3D voxel rendering, denoising, convolutional
neural networks, synthetic aerial imagery, point cloud evaluation

I. I NTRODUCTION
High quality image/video data with precise and accurate
camera metadata is a growing necessity for objective, quantitative evaluation of computer vision methods and pipelines
and for development of new data-driven, artificial intelligence
guided systems [1]. Of particular interest to our city-scale
aerial image/video analysis field [2], [3], [4] are evaluation
and development of fundamental computer vision methods
such as feature point detection, description, and matching that
constitute the core of many applications including optical flow
estimation, image registration, Bundle Adjustment (BA), and
Structure-from-Motion (SfM) [5] and larger 3D reconstruction pipelines such as Multi-View Stereo (MVS). Large-scale
aerial video of urban scenes suffer from perspective shape
distortions and other complications caused by oblique viewing
angles, making accurate feature point detection and matching a
challenging task. In order to find robust processing algorithms
*
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that can reach optimal results, it is important to evaluate
such operators on scenario specific data. Furthermore, deep
learning approaches which have proven successful in many
computer vision tasks generally require large amounts of training data [6], [7]. However, data availability in some domains
such as city-scale aerial video may be rather limited. In some
cases, availability of accurate ground truth camera metadata is
the main issue for quantitative evaluation of feature matching,
bundle adjustment, or dense 3D reconstruction methods.
One effective way to deal with this problem of lack of cityscale aerial image data with accurate and precise metadata is
to generate synthetic images using a 3D point cloud and a
group of camera metadata. Some recent works [8], [9] focus
on image rendering using SfM and MVS to produce visually
realistic synthetic images but are only showing promising
results on street-view or small object scenarios. Unfortunately,
reconstruction of dense 3D point clouds of large urban scenes
is particularly prone to produce artifacts that may negatively
impact the subsequent evaluation steps. In this paper we
introduce a novel end-to-end framework for generation of large
scale synthetic aerial image sequences with associated precise
ground truth camera metadata. This framework is proposed
in order to address the pressing data and camera metadata
needs in city-scale aerial video analysis field for objective and
quantitative evaluation of computer vision algorithm, methods,
and pipelines; and for training novel computer vision methods
particularly involving deep learning approaches. The proposed
framework consists of three main modules as illustrated in
Figure 1: a synthetic data generation using 3D voxel renderer,
a deep neural network for artifact removal, and a multi-view
stereo quantitative evaluation module.
The proposed framework relies on a novel deep learning
network to remove artifacts in the generated synthetic images,
while preserving scene structure. Prior to success in deep
learning, one of the state of the art methods for image denoising was BM3D algorithm [10] where similar image patches
were grouped and denoised by sparse 3D transform domain filtering. Other traditional computer vision methods such as [11],
[12] have shown good performances on image restoration. One
of the earlier applications of deep learning in image restoration
was through use of autoencoder networks[13]. These networks
demonstrated that multilayered neural networks can be used
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Fig. 1. Proposed pipeline for generating realistic novel views for city-scale aerial imagery from a dense 3D point cloud and a camera flight path. Black
arrows indicate data and processing flow that occur during training and inference. Red arrows indicate data flow that occurs during only training such as
image alignment between synthetic image and real image. At the point of inference, the synthetic images are fed directly into network and original images
are not required in any of the processing steps. The original images can be used as ground truth for quantitative evaluation for computer vision applications
such as Multi-View Stereo.

to extract features from noisy images. Deep neural networks
(DNNs) [14], [15] have been effective for image restoration.
Following the success of DNNs, Xiao et al. proposed REDNet
[16], an encoder-decoder network which included symmetric
skip connections between convolutional and deconvolutional
layers. These skip connections aimed to solve two of the
main problems of DNNs i.e. vanishing gradient in deep neural
networks and loss of details during down-sampling. Skip
connections from encoder are added element-wise to the input
of the corresponding decoder. U-Net [17] is a variant of
encoder-decoder architecture where the skip connections from
encoder are concatenated to decoder.
The main contributions of this paper are: (i) an end-toend framework for generation of city-scale, realistic, synthetic
image sequences with associated precise ground truth camera
metadata; (ii) a novel deep learning-based artifact removal
network with an explicit edge-map processing stream and a
combined loss function to guide the network to preserve and
recover the scene structures; and (iii) an objective quantitative
multi-view stereo evaluation pipeline to assess utility of the
produced synthetic images. The remainder of the paper is
organized as follows. Section II describes the details of the
proposed method. Section III presents the experimental results.
Section IV concludes the paper.
II. P ROPOSED M ETHODS

A. Synthetic Data Generation: 3D Voxel Renderer
We propose a 3D voxel renderer to generate synthetic aerial
image sequences. The synthetic aerial imagery generation
process utilizes a dense 3D point cloud of an urban area
provided by 3D reconstruction tools like Pix4D [18] and
Agisoft software [19]. A set of camera metadata that forms a
full orbit around the scene is also required. Our voxel renderer
software is designed for rendering views in which the voxels
are approximately the size of a single pixel and to produce
repeatable results independent of the precision of the graphics
hardware. A voxel is represented as a cube with location and
size. Each voxel is projected to the image plane i using the
complete camera matrix as:
xi = Ki [Ri |ti ] X

(1)

where X is the 3D location of a voxel and xi is the associated
2D pixel coordinate in image plane i. Ki , Ri , and ti are
camera intrinsic matrix, rotation matrix, and translation vector
for image plane i, respectively. The projected image space area
of each voxel is determined efficiently using the method by
Schmalstieg and Tobler [20]. While a projected voxel is larger
than a single pixel, the voxel is subdivided and the renderer
recurses. Only when a sub-voxel is at least as small as a single
pixel is the fragment tested against the depth buffer and drawn
to the color buffer if the depth test passes.

In this section, we present the details of our framework
designed to generate large, city-scale, realistic-looking synthetic images from any arbitrary camera pose in the scene.
The proposed framework consists of two main modules: (i)
synthetic data generation module, an unsupervised module
responsible for generating 2D synthetic views given a dense
3D point cloud and camera flight path; (ii) synthetic data
artifact removal module that uses our deep learning network
to improve structural image quality of the generated synthetic
images for more realistic results. In this paper, we will also
describe a third module (iii) quantitative evaluation module to
assess the quality of the generated synthetic images.

procedure R ENDERVOXEL( camera, buffer , voxel )
area ← S CREEN S PACE A REA( camera, voxel )
if area ≤ 1.0 then
W RITE VOXEL( camera, buffer , voxel )
else
for i ← 1 to 8 do
octant ← G ET O CTANT( voxel , i )
R ENDERVOXEL( camera, buffer , octant)
end for
end if
end procedure
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B. Synthetic Image Artifact Removal using Novel Deep Learning Network
Reconstruction of accurate dense 3D point clouds for large
scale urban scenes is a challenging task with error prone
results. Synthetic images generated from these point clouds
are prone to image artifacts caused by point cloud errors
that can adversely affect not only visual perception but also
any follow-up processes. Inspired by the recent success of
deep learning in image denoising [21], inpainting [22], and
artifact removal in medical images [23], we have designed
and developed an artifact removal network called ARNet. In
the following subsections, we describe the network details and
training/testing procedures.
1) Training Data Processing: The camera metadata that
Agisoft [19] uses for reconstructing the 3D point clouds (used
in synthetic view generation) is not available. The estimated
camera metadata we use for voxel rendering is very close but
not identical to the original metadata. As a consequence of
this, created raw synthetic images may be slightly shifted with
respect to the corresponding original aerial images. Figure 2
(a) illustrates this misalignment.

(a)

(b)

Fig. 2. Visualization of image alignment. In composite images, red and blue
channels (pink) correspond to original real image; green channel corresponds
to raw synthetic image. Misalignment results in pink or green response (a);
whereas aligned images result in gray response (b).

The proposed artifact removal network, ARNet, aims to map
its input (synthetic image) to the target image (corresponding
real image). During training, coresponding synthetic and real
images are supplied as input and ground truth to the network.
During testing, the network estimates a realistic synthetic
image given only a raw synthetic image. If the misalignment
between the input and target images was not corrected, the
training process would be compromised and the trained artifact
removal network would lead to blur in output images. This is
due to the pixel-wise MSE (mean squared error) loss function
used in the proposed network. To prevent this problem, image
alignment is applied and potential shifts between synthetic
and corresponding real training images are minimized. For
this purpose, we first perform feature point detection and
matching using ORB feature [24] and take only 10% of the
matches with the highest matching scores. Then, we estimate
the homography matrix using the Random Sample Consensus
(RANSAC) [25] method and warp the original images to
the associated synthetic images prior to feeding them to the
proposed network during training. Typically, 2D homography
estimation is not sufficient to register aerial images due to

depth variations in the scene (i.e. due to presence of 3D objects
such as high-rise buildings). However in this case, because we
only have to correct misalignment between images acquired or
synthesized from very similar camera poses, 2D homography
estimation produces satisfactory results (Figure 2b).
2) Network Architecture: ARNet-Edge is our custom UNet type encoder-decoder network that learns to map 2D
raw synthetic images to realistic-looking synthetic images
with reduced artifact. The proposed ARNet-Edge network
architecture is illustrated in Figure 3. Input to ARNet-Edge
network consists of three-channel RGB images augmented
by single-channel grayscale edge-map. Edges/contours carry
important information about the structure of the objects in a
scene while being robust to illumination or color variations.
Edges/contours of man-made structures such as buildings are
of particular importance for preserving the characteristics of
an urban scene. To produce the input edge-maps, we use
Canny edge detector [26] with minimum threshold of 50 and
maximum threshold of 100.
The encoder module consists of two parallel series of
Squeeze and Excitation ResNet (SE-ResNet) blocks [27]. First
stream extracts features from the RGB input, second stream
extracts features from the edge-map. By explicitly augmenting
the input images with their edge-maps and by using parallel but interacting feature extraction modules, we guide the
network to better preserve true image structures captured by
edges/contours. We add SE (Squeeze and Excitation) layer
to each convolutional block of ResNet. SE-ResNet backbone
[27] for encoding layers acts as feature extractors to capture
the relevant features of the input image. Convolutional filters
extract information from their input image. When creating
output feature maps, networks without SE layers give equal
weights to all filter channels, while SE layers add weights to
each filter channel.
Encoder network and decoder network are connected by
two convolutional layer blocks which map from 2048 input
features to 2048 output features. The decoding block containing deconvolution layers followed by two convolution layers
attempts to reconstruct the details of the original image content
from the output of the encoder.
When the network goes deeper, image features are lost
due to convolution and pooling layers, making it difficult
for decoder to recover the image. Vanishing gradient is
another problem leading to difficulties in training network
that the deep neural networks often suffer. To solve these
problems, we added skip connections from encoding layers
to decoding layers. The information from encoder’s feature
map is concatenated to decoder’s feature map as shown by
red arrows in Figure 3. Skip connections help gradients backpropagate to earlier layers which makes training easier and
also helps decoder reconstruct high quality images from the
encoder’s feature map. As for network loss function, we used
a combination of Mean Squared Error (MSE) and Structural
Similarity Index Error (SSIM). Given ground truth (gt) and
image generated by network (gi), the shape similarity index
SSIM [28] that shows the similarity of a given pair of images
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Fig. 3. Proposed encoder-decoder architecture of the edge-augmented ARNet-Edge artifact removal network. Skip connections are indicated by red arrows.
Expanded Conv SE Block and Deconv are shown above.

is defined as:
SSIM (gt, gi) =

(2µgt µgi + C1 ) + (2σgtgi + C2 )
2 + σ2 + C )
(µ2gt + µ2gi + C1 )(σgt
2
gi

(2)

where µ and σ 2 denote image mean and variance respectively,
and C1 , C2 are regularization constants. SSIM shows similarity between the given pair of images with 1 being most similar.
Structural similarity loss Lssim and mean squared error loss
Lmse are defined as:
Lssim (gt, gi) =

1
N

N
X

(1 − SSIM (gt, gi))

(a) ABQ

(b) LA

Fig. 4. Visualization of camera flight path for ABQ and LA dataset. Red dots
indicate training views and yellow dots indicate testing views. 100 views are
used for training for both datasets.

(3)

i=0

N
1 X
Lmse (gt, gi) =
(gt − gi)2
N i=0

(4)

Ltotal (gt, gi) = Lssim (gt, gi) + Lmse (gt, gi)

(5)

The ARNet-Edge network is trained for 100 epochs using
ADAM optimizer [29] with a learning rate of 0.001. In addition to the proposed ARNet-Edge network, we have developed
and trained a lighter version of the network, ARNet, that does
not include the explicit edge-map feature extraction stream
(green Conv SE blocks in Figure 3). All preprocesing and
training procedures were the same for the ARNet-Edge and
ARNet networks.
C. Synthetic Data Quality Evaluation using 3D Reconstruction
The denoised synthetic aerial image sequences and the
corresponding ground truth camera metadata can be utilized

to evaluate both 2D and 3D computer vision tasks. In this
work, we evaluate the quality of 3D point cloud reconstructed
from the synthetic aerial images using a video-based 3D
reconstruction pipeline [30] developed by our group, which
uses multiple camera views and a volumetric voting-based
surface likelihood map estimation scheme to reconstruct cityscale 3D models. The 3D reconstruction pipeline employs a
salient feature detection-based vote accumulation technique to
construct a point cloud representation of the 3D geometry
of the objects in the scene, rather than relying on feature
matching between views.
III. E XPERIMENTAL R ESULTS
We have evaluated the performance of the proposed synthetic data generation and artifact removal pipelines on two
urban, city-scale aerial datasets in terms of supervised image
quality metrics and a 3D point cloud reconstruction task
(Section II-C).
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A. Dataset
TABLE I
T RAINING AND TESTING DATASETS . I MAGE TRAJECTORIES ARE FULL
CIRCULAR ORBITS AROUND THE DOWNTOWN AREA OF A LBUQUERQUE ,
NM (ABQ) AND L OS A NGELES , CA (LA).

Dataset
ABQ
LA

#Images
215
351

#Training Images
100
100

#Test Images
115
251

Two large scale aerial image sequences of urban scenes, Albuquerque (ABQ) and Los Angeles (LA), are used as ground
truth for training and testing of the proposed artifact removal
network. The data is provided by Transparent Sky [31]. The
high resolution RGB images were captured airborne and the
flight trajectory was a full orbit around the downtown area
of each city Figure 4. In order to assess the proposed artifact
removal network, we have generated synthetic aerial image
sequences for ABQ and LA using the voxel rendering process
discussed in Section II-A. The dense 3D point clouds needed
for the process was produced by Agisoft [19]. For each
sequence, we generated the same number of synthetic images
as the original aerial images using the dense 3D point cloud
and camera metadata provided. The total number of images,
number of training images, and number of testing images for
each sequence are shown in the Table I.
B. Artifact Removal Performance Evaluation
TABLE II
P ERFORMANCE EVALUATION FOR SYNTHETIC IMAGE ARTIFACT REMOVAL
USING SUPERVISED IMAGE QUALITY METRICS SSIM AND PSNR. B OLD
AND UNDERLINES VALUES REPRESENT BEST AND SECOND BEST RESULTS
RESPECTIVELY.

Model
Raw Synthetic
REDNet [16]
Deep Image Prior [22]
ARNet
ARNet-Edge

SSIM
ABQ
LA
0.573
0.651
0.629
0.686
0.619
0.710
0.638
0.704
0.665
0.721

PSNR
ABQ
LA
20.65
23.53
22.29
24.35
21.12
25.21
22.40
25.15
23.21
25.89

The raw synthetic images contain artifacts due to the incomplete buildings and structures that fail to be fully reconstructed
in the 3D models. Thus, we applied the proposed artifact
removal network to the raw synthetic image sequences and
obtained the denoised images. To better assess the performance
of the proposed network, we developed ARNet, a variation
of our proposed artifact removal network ARNet-Edge but
without edge-map feature extraction stream. We have also
compared the ARNet-Edge artifact removal results to two
state-of-the art image restoration networks REDNet [16] and
Deep Image Prior [22]. Figure 6 shows sample artifact removal
results applied on the raw synthetic images. It can be seen
that ARNet-Edge can recover building structure even under
very severe artifacts on building edges and corners. Visually

(a) ABQ

(b) LA
Fig. 5. Histogram of Structural Similarity Index (SSIM) per frame over a raw
and denoised synthetic image sequence w.r.t the original image sequence. The
mean SSIM of the raw synthetic image sequence and the denoised synthetic
image sequence are marked in red and blue dashed lines, respectively.

ARNet-Edge produces better results compared to ARNet,
REDNet and Deep Image Prior.
To quantitatively evaluate the performance of the proposed
artifact removal network, we have compared the output of
the artifact removal systems to the original images in terms
of Structural Similarity Index (SSIM) [28] (Eq. 2) and Peak
Signal-to-Noise Ratio (PSNR) [32]. Note that for all these
image evaluations, we are comparing the artifact removed
synthetic images to the corresponding real images. This is
done because SSIM and PSNR are supervised image quality
metrics that require a reference image. In practice, the proposed synthetic data generation and artifact removal pipeline
is used to generate synthetic images for arbitrary camera views
for which real images are not available. Table II presents
comparative evaluation of synthetic image artifact removal
networks. It can be seen that the proposed ARNet-Edge network consistently outperforms the other methods. Comparison
of the proposed ARNet-Edge network to the ARNet network
demonstrates the contributions of the explicit edge-map feature
extraction stream on image quality, particularly in terms of
image structure as measured by SSIM metric. To further
demonstrate the effectiveness of the artifact removal module,
we compared the SSIM histogram of the denoised synthetic
video sequence with the SSIM histogram of the raw synthetic
video sequence. As shown in Figure 5, the image quality of
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Fig. 6. Synthetic image artifact removal results. Left to right: original raw image, generated synthetic image, output from two state-of-the art image restoration
networks REDNet [16] and Deep Image Prior [22], ARNet-Lite variation of our proposed artifact removal network without input edgemaps, and the proposed
edgemap augmented ARLNet.

denoised synthetic sequence improve significantly for both
ABQ and LA datasets.
C. Evaluation through Dense 3D Point Cloud Reconstruction
To demonstrate the utility of the proposed synthetic data
generation and artifact removal pipeline beyond image quality
metrics, we have reconstructed dense 3D point clouds from
the artifact removed image sequence as well as the raw one
(denoted as PC d and PC r respectively) utilizing the method
described in Section II-C. We have also produced a point cloud
from the original aerial image sequence (denoted as PC o ) and
utilized it as the baseline (ground truth) for evaluation. Note
that all the point clouds were generated using the same camera
metadata and parameter settings. After that, we computed the
distance of each point from the compared cloud relative to the

baseline cloud. The cloud-to-cloud distance is visualized in
Figure 7. Compared to PC r , PC d shows significantly smaller
distance with respect to the baseline PC o . For PC r , 24.70%
of the points have a distance less than 1, while 69.24% of the
points in PC d have a distance less than 1, demonstrating the
utility of the artifact removal step.
IV. C ONCLUSION
High quality images with precise and accurate metadata are
of great importance for training of data-driven methods and
for objective, quantitative evaluation of classical and datadriven computer vision methods. In this paper, we proposed
a novel end-to-end framework for generation of large scale,
realistic, synthetic aerial image sequences that can be used
for evaluation of both 2D and 3D computer vision tasks. The
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Fig. 7. Visualization of cloud-to-cloud distance. Left: point cloud generated
from the denoised synthetic image sequence (PC d ) vs. baseline point cloud
(PC o ). Right: point cloud generated from the raw synthetic image sequence
(PC r ) vs. baseline point cloud (PC o ).

proposed framework consists of three main modules: a 3D
voxel renderer for view generation, a deep neural network
for image artifact removal, and a 3D point cloud evaluation
module. The developed pipeline produces 3D-enabled realistic
images and precise ground truth camera metadata. Evaluation
of the generated synthetic image sequences for structural
similarity to the real images and for utility to produce dense
3D point clouds have shown promising results. Comparative
evaluations have demonstrated that the novel edge-augmented
input and explicit edge-map processing stream in the proposed
artifact removal network greatly contributes to preservation
and recovery of the scene structures.
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