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Abstract— Multiview learning has shown promising potential
in many applications. However, most techniques are focused on
either view consistency, or view diversity. In this paper, we intro-
duce a novel multiview boosting algorithm, called Boost.SH, that
computes weak classifiers independently of each view but uses a
shared weight distribution to propagate information among the
multiple views to ensure consistency. To encourage diversity, we
introduce randomized Boost.SH and show its convergence to the
greedy Boost.SH solution in the sense of minimizing regret using
the framework of adversarial multiarmed bandits. We also intro-
duce a variant of Boost.SH that combines decisions from multiple
experts for recommending views for classification. We propose an
expert strategy for multiview learning based on inverse variance,
which explores both consistency and diversity. Experiments on
biometric recognition, document categorization, multilingual text,
and yeast genomic multiview data sets demonstrate the advantage
of Boost.SH (85%) compared with other boosting algorithms
like AdaBoost (82%) using concatenated views and substantially
better than a multiview kernel learning algorithm (74%).

Index Terms— Biometrics, boosting, classification, convergence,
data fusion, multiarmed bandits, multiview learning.

I. INTRODUCTION

IN MANY machine learning applications, it is important
to develop algorithms that take input from the multi-

ple views of an object of interest to make a prediction.
A recent case study of automated face recognition strongly
suggests such a need [1]. These algorithms require an effective
way of combining the multiple views, and are expected to
provide better generalization performance on unseen data,
especially when the multiple views are independent given class
labels [2]–[5]. Most of these algorithms, however, are focused
on either view consistency (agreement among the views) [6],
or view diversity (complementary views) [7]. In this paper, a
novel boosting type algorithm, called Boost.SH (Boosting with
SHared weight distribution) and its variants, for multiview
learning is presented that explores not only consistency but
also diversity.
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The proposed Boost.SH algorithm learns weak classifiers
along the views simultaneously. However, to ensure consis-
tency, Boost.SH employs a single weight distribution that is
shared by all the views when constructing weak classifiers.
This weight distribution is computed from the winning view,
i.e., the view whose edge is the largest. Thus, Boost.SH
represents a departure from AdaBoost [8], where each view
has its own weight distribution. This simple mechanism of a
common distribution allows the propagation of information
between the views. And as such, the consistency and the
interplay between the views can be exploited to improve
multiview learning performance.

While the proposed Boost.SH algorithm ensures consis-
tency, it lacks diversity in that it chooses the single weight
distribution in a winner take-all fashion. In order to explore
both consistency and diversity, we introduce randomized
Boost.SH, Boost.SH with multiarmed bandits [9], where a
view corresponds to an arm of a slot machine, and a winning
view is selected probabilistically. As a result, we show that
randomized Boost.SH converges with high probability.

We also introduce an algorithm, another variant of
Boost.SH, that has a set of strategies for recommending views,
where a strategy is a probability distribution over the views.
In this paper, a strategy is considered as advice given to
the algorithm by some “expert”. A strategy makes its own
assumptions about a view and may place different trust in a
view at different times, and in different situations. The goal is
to exploit these strategies so that algorithm’s trust in each view
for classification comes close to that of the best “expert”. As a
result, most consistent views contribute to its classification
decision.

We state that we address a different problem from other
forms of multiview learning. The goal of multiview learning
in semisupervised settings such as cotraining is to leverage
abundant unlabeled data, characterized by multiple indepen-
dent views, to iteratively build strong classifiers [10]–[16].
The only communication between views is through colabeling.
However, when all data are labeled, these techniques compute
classifiers along each independently. In this paper, we are
concerned with learning strong classifiers from labeled data
that are described by multiple views for better performance.

This paper describing Boost.SH and its variants makes the
following contributions.

1) A multiview boosting algorithm for classification is pre-
sented. The algorithm uses a single weight distribution
among the views to construct weak classifiers. As a
result, “consistency” can be ensured.
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2) A randomized version of the multiview boosting
algorithm is introduced. By casting the algorithm in
the multiarmed bandit framework, it is shown that the
algorithm converges with high probability.

3) It is shown that actual gains by the Exp4 algorithm
described in [17] converge to that of the best expert
with high probability.

4) An algorithm for learning a multiview learning strategy
that comes close to the best strategy from a pool
of expert strategies is presented and shown that the
algorithm converges with high probability.

A preliminary version of this paper appeared in [18]. In this
paper, we introduce new algorithms and provide convergence
analysis, which requires establishing a probably approximately
correct style bound for an algorithm introduced in [17]. Thus,
this paper is significantly different from its conference version.

This paper is organized as follows. Section II discusses
related research in multiview learning. In Section III, we
present the proposed Boost.SH algorithm. Section IV intro-
duces the adversarial multiarmed bandit framework that lays
the foundation upon which to develop randomized Boost.SH
that explores both consistency and diversity. Section V
provides the convergence analysis of the randomized Boost.SH
algorithm. Section VI considers a variant of Boost.SH that
learns the best strategy from a pool of expert strategies for
recommending views, followed by convergence analysis in
Section VII. We turn to experimental evaluation using a
number of real world examples in Section VIII. Finally,
Section IX highlights the main contributions and states poten-
tial future research directions.

II. RELATED WORK

Data fusion is closely related to multiview learning. Data
fusion can take place at either the feature level or decision
level. Since features contain all information, data fusion at
feature level can be more effective than fusion at decision
level [19]. A popular approach has been feature concatena-
tion [20], [21]. However, feature concatenation will result in
high dimensions, which often causes overfitting, due to the
curse of dimensionality [22]. In such situations, the number of
examples increases exponentially with the number of features
in order to a classifier that performs on unseen examples.
For instance, if the features are correlated, learning a binary
distribution in a space with q features requires O(2q ) unknown
variables [23].

Our approach to data fusion is at the decision level, as in
bagging and boosting [8], [24], [25], where a final decision
function is a combination of base decision functions
(classifiers). This approach is appealing because it has a well-
established theoretical foundation. There is a large body of
literature on boosting. We are interested in exploring the ideas
of boosting in a multiview setting.

A random correlation ensemble technique is proposed
in [26]. The technique is based on canonical correlation analy-
sis for combining correlated features from different views.
However, this technique is limited to problems having two
views only. In [27], a multiview learning technique based on
information bottleneck is investigated. The idea is to compress

multiview examples to a subspace where classification takes
place. While the technique shows promise on a number of
examples, it is limited to problems where each view can only
be represented by bag of words features.

In [14], a colabeling technique is developed for multi-
view weakly labeled learning. Each view attempts to learn
a classifier from pseudolabeled vectors, which are labeled by
classifiers trained from other views. This colabeling technique
leverages predictions from different views, biases, and itera-
tions to generate pseudolabeled vectors. This technique is in
the framework of cotraining, where the only communication
between views is through colabeling of unlabeled examples.
In a supervised setting, this technique constructs a final clas-
sifier that averages classifiers learned independently of each
view.

In [28], a boosting-based algorithm, called Mumbo,
is presented. Mumbo maintains a separate distribution of
examples along each view. For a given view, the distribution is
updated based on not only the base classifiers from within the
view, but also the base classifiers from other views. The idea is
that if a view cannot provide a good representation for “hard”
examples, the view should let other (more capable) views to
deal with these examples by reducing their weights. Similar
to Mumbo, communication between views in our algorithms
take place. Different from Mumbo, however, a view in our
algorithms communicates its success to other views through a
single, shared distribution of examples. It turns out that this
shared distribution mechanism is simple, yet effective, as we
shall see later in Section VIII: Experiments.

A class of multiview learning algorithms has been inves-
tigated, such as SVM-2K [29], multiview learning [30],
Bayesian cotraining [15], and among others. The idea is to
perform not only within-view regularization but also between-
view regularization. This is motivated by the idea that the
generalization error can be bounded by the disagreement
between classifiers along the independent views [2]. This
results in cotraining where a view with large variance
contributes less to the overall loss. We derive a similar
technique in a Bayesian framework.

Multiview data representations have also been investigated
in the clustering analysis [31]. The idea is to exploit not only
consistency (agreement among the views), but also diversity
(or complementary information, i.e., a view may contain
information that other views may not have). In this paper, con-
sistency is captured by shared weight distribution among the
views, while diversity is ensured by probabilistically choosing
views to build base classifiers. Multiview representations have
also been explored in feature selection [32].

Learning with multiarmed bandits has been investigated
in the literature [17], [33]. In particular, Adaboost with
multiarmed bandits has been shown to accelerate the boosting
process [34], where the multiarmed bandit problem is inher-
ently stochastic. The stochastic setting can be applied to many
nonstationary applications, for example, performance tuning
applications [35] and the SAT problem [36]. It has been shown
that multiarmed bandit algorithms, such as UCB [17] and
UCBV [37], work well for making AdaBoost more efficient.
However, since AdaBoost is adversarial, it is problematic
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Algorithm 1 Boost.SH

Input: S = {(xi , yi )}n
i=1.

1) Initialize: w1,i = 1
n for i = 1, · · · , n.

2) For t = 1 to T

a) For j = 1 to M

i) Compute base classifier ht, j with wt .
ii) Compute edge θt( j) (2).

b) αt = 1
2 ln( 1+θt ( j∗)

1−θt ( j∗) ), j∗ = arg max j {θt ( j)}
c) Update wt+1,i = wt,i

Z∗
t

× e−αt yi ht,∗(xi,∗),
where Zt,∗ is chosen such that

∑
i wt+1,i = 1.

Output: H (x) = sign(
∑T

t=1 αt ht,∗(x∗)).

to use stochastic bandits to derive strong guarantees for
AdaBoost. Thus, adversarial multiarmed bandits are more
appropriate. The adversarial multiarmed bandit problem can
be addressed using exponentially weighted average forecaster
algorithms [38]. A forecaster algorithm works by maintaining
a probability distribution over actions and selecting an action
from this distribution. The forecaster algorithm modifies this
distribution, such that the probability of choosing an action
increases or decreases exponentially with the average rewards
associated with playing the action. We note that many heuristic
arguments made in [34] have been addressed in [39].

III. BOOST.SH: BOOSTING WITH SHARED

WEIGHT DISTRIBUTION

We are given a set of training examples

S = {(xi , yi )}n
i=1 (1)

and M disjoint features for each example xi =
{xi,1, xi,2, . . . , xi,M }, where xi, j ∈ �q j , and yi ∈ Y =
{−1,+1}. xi, j represents the j th view of example xi . A view
characterizes an aspect of example xi . For example, a webpage
can be characterized by its content (text view) and its incoming
and outgoing hyperlinks (hyperlink views). We assume that
examples (xi , yi ) are independent and identically distributed
according to a probability distribution D (unknown) over
X × Y , where X ⊆ �q , and q = ∑M

j=1 q j .
We describe the proposed boosting with shared weight

distribution algorithm (Boost.SH). Given a set of training
examples represented by M views (1), Boost.SH learns weak
classifiers from each view independently. However, all the
views share the same weight distribution w = (w1, . . . , wn)
with

∑
i wi = 1, which is determined by the view having the

largest edge. The edge of a weak classifier h is

θ =
n∑

i=1

wi yih(xi ) = Ei∼w[yi h(xi )]. (2)

Boost.SH is shown in Algorithm 1. Input to Boost.SH is n
training examples with M views. At each time step t , Boost.SH
computes a weak classifier ht, j along view j for j = 1, . . . , M
using the same weight distribution wt (line 2(a)i), and the
corresponding edge θt ( j) (line 2(a)ii). Line 2b computes αt

from the view having the largest edge. The output of Boost.SH
is a strong classifier which combines weak classifiers from

all the views. In this sense, Boost.SH is capable of deciding
which views will contribute to the final classifier, which is
more than simple subspace selection. It allows Boost.SH to
exploit the interplay among the views. For a test example x,
x∗ represents the view having the largest edge in Step 2b,
along which the weak classifier ht,∗ contributes its portion of
the overall classification decision.

We note that only the view with the largest edge contributes
to the shared distribution of training examples. In effect, it
communicates its success to the other views. This is related
to the idea discussed in [28], where a view communicates
its failures to the other views by “removing” hard examples
(i.e., reducing their weights) from the view, and in the
meantime increasing the weights of these examples in the
other views that are most appropriate for handling these
examples. By sharing the distribution of the examples, all the
views agree that the best (largest edge) view provides a better
representation of the examples.

The complexity of Boost.SH is O(MT Ch), where Ch

denotes the runtime of building base classifiers. If the base
classifiers are decision trees, the complexity of Boost.SH
becomes O(MT nq2

max), where qmax = max j∈{1,...,M}{q j }.
IV. RANDOMIZED BOOST.SH: BOOSTING WITH

MULTIARMED BANDITS

Boost.SH ensures consistency by sharing the weight distrib-
ution among the views. However, the strategy for determining
the distribution is greedy in the sense that it is winner take-
all (i.e., only the view with the largest edge (2) contributes).
In order to encourage diversity, this section introduces random-
ized Boost.SH. Randomized Boost.SH maintains a probability
distribution over the views, and chooses the winning view
probabilistically according to the distribution. This distribution
is updated according to forecaster strategies employed in
multiarmed bandits [33]. As a result, randomized Boost.SH
not only ensures diversity, but also achieves convergence
guarantees. We first describe the multiarmed bandit problem
in Section IV-A.

A. Adversarial Multiarmed Bandits

In the multiarmed bandit problem, a player (or algorithm)
tries one out of M actions at time t [9]. For each action, there
is an associated reward. Player’s goal is to maximize the total
reward it receives from taking the actions over a period. More
formally, let

RA(T ) =
T∑

t=1

rt (at) (3)

be the total reward that the player receives, resulting from
taking actions when strategy A is followed over a period T ,
where rt ∈ [0, 1] is the reward associated with taking action
at . RA(T ) can be compared against the total reward when an
optimal strategy is followed: RO (T )−RA(T ), where RO (T ) =∑T

t=1 maxa∈{1,...,M} r̄(at ) represents the average total reward
of always selecting the best action over T , and r̄(a) represents
the average reward of action a. RO (T ) − RA(T ) is called
regret.
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Algorithm 2 Exp3.P
Input: σ > 0, γ ∈ (0, 1].

1) Initialize: p1,i = e
σγ
3

√
T
M , i = 1, · · · , M .

2) For t = 1, 2, · · · , T

a) qt,i = (1 − γ )
pt,i

∑M
j=1 pt, j

+ γ
M , i = 1 : M .

b) Choose it according to qt , and receive reward
rt (it ) ∈ [0, 1].

c) For j = 1, · · · , M

i)

r̂t ( j) =
{

rt ( j)/pt, j if j = it ;

0 otherwise.

ii) pt+1, j = pt, j e
γ

3M (r̂t ( j )+ σ
qt, j

√
MT

)
.

In this paper, we consider adversarial multiarmed
bandits, where rewards are generated by another (nonrandom)
player [17], [33]. In such a case, the rewards follow a
nonstationary distribution. Furthermore, we consider partial
information games, in which the reward rt (at ) is the only
information provided to the player. Since the reward distri-
bution is nonstationary, the regret is defined according to
a selected sequence of actions: R(a1,...,aT ) − RA(T ), where
R(a1,...,aT ) = ∑T

t=1 rt (at ). This regret measures the gain or
loss by a player when taking actions according to strategy A,
instead of taking a1, . . . , aT .

A special case is to compare strategy A against the best
fixed action over time period T , retrospectively, resulting in
the weak regret

RegA(T ) = RB(T ) − RA(T ) (4)

where

RB(T ) = max
a

T∑

t=1

rt (a). (5)

B. Exp3.P Algorithm

In this paper, we consider the Exp3.P algorithm introduced
in [33]. The motivation is that choosing an arm in Exp3.P
corresponds to selecting a view probabilistically in randomized
Boost.SH, and the bound on the weak regret (4) achieved
by Exp3.P can be leveraged to derive a convergence result
for randomized Boost.SH. The Exp3.P algorithm is shown
in Algorithm 2.

In Exp3.P, the probability for taking an action [line 2(a)]
is a weighted combination of the probability of taking the
action uniformly and the one that is exponentially proportional
to the cumulative rewards resulting from taking the action.
Incorporating the uniform distribution encourages exploration
and ensures that Exp3.P explores all actions before committing
to the best one. Note that when action jt is taken [line 2(c)i],
the estimated reward r̂( jt) for the action equals rt ( j)/qt, j .
This choice encourages actions that are unlikely to be taken,
due to low probabilities. Note that Exp3.P is a no-regret
algorithm [33].

We present the following theorem [34, Th. 6.3], which is the
basis for the convergence analysis of randomized Boost.SH.

Theorem 1: Let T > 0 be given. For any M ≥ 2
actions and any δ > 0, if σ = 2(log(MT/δ))1/2 and γ =
min{3/5, 2((3M log M)/(5T ))1/2}, then after T iterations

Rmax − RExp3.P ≤ 4

√

MT log
MT

δ

+ 4

√
5

3
MT log M + 8 log

MT

δ
(6)

holds for any assignment of rewards with probability at
least 1 − δ. Here, Rmax and RExp3.P are given in 3 and 5,
respectively.

C. Randomized Boost.SH: Combining Boost.SH With Exp3.P

This section introduces randomized Boost.SH that combines
Boost.SH with Exp3.P. And as such, a convergence analysis of
randomized Boost.SH can be provided. First, a reward function
must be defined. Let

�H (H, W1) =
n∑

i=1

w1,i e
−H(xi )yi (7)

where Wt = (wt,1, wt,2, . . . , wt,n) is the weight distribution at
time t , and H (x) is the final combined classifier (Algorithm 1).
Also, let

ε = 1

n
|{i : H (xi) 
= yi }|. (8)

It follows that [40]:
ε ≤ �H (H, W1). (9)

Furthermore, let �h(h, Wt ) = ∑n
i=1 wt,i e−αh(xi )yi . It follows

that:

�H (H, W1) =
T∏

t=1

�h(ht , Wt ). (10)

Thus, any boosting type algorithm that finds a weak classifier
ht minimizing �h(ht , Wt ) minimizes the training error (8) in
an iterative manner.

It is shown that [40]

�h(ht , Wt ) ≤
√

1 − θ2
t (11)

where θ is defined in (2). Equation (11) implies that the train-
ing error of the final classifier is at most ε ≤ ∏T

t=1(1 − θ2
t )1/2.

Thus, it seems natural to define the following reward function
for view j :

rt ( j) = 1 −
√

1 − θ2
t ( j) (12)

where θt ( j) is the edge of the j th view (2) at time t . Since
θ2

t ( j) ∈ [0, 1], rt ( j) ∈ [0, 1].
The main steps of randomized Boost.SH, called rBoost.SH,

are shown in Algorithm 3. rBoost.SH maintains a probabil-
ity distribution p1×M over the views. rBoost.SH modifies p
for each view according to the estimated cumulative reward
received along the view [line 2(e)ii]. As in Exp3.P, the
probability for taking one out of M views [line 2(a)] is a
weighted combination of the probability of taking the view
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Algorithm 3 rBoost.SH

Input: σ > 0, γ ∈ (0, 1], S = {(xi , yi )}n
i=1.

1) Initialize: w1,i = 1
n for i = 1, · · · , n; p1, j

= e
σγ
3

√
T/M for j = 1, · · · , M .

2) For t = 1 to T

a) qt, j = (1 − γ )
pt, j

∑M
k=1 pt,k

+ γ
M .

b) Let j be the view chosen according to qt .
c) Compute classifiers ht, j along view j .
d) Compute edge θt( j) (2) and rt ( j) (12).
e) For k = 1, · · · , M set

i)

r̂t (k) =
{

rt (k)/qt,k if k = j ;

0 otherwise.

ii) pt+1,k = pt,ke
γ

3M (r̂t (k)+ σ
qt,k

√
MT

)
.

f) Compute αt = 1
2 ln( 1+θt ( j )

1−θt ( j ) ), and let ht,∗ = ht, j .

g) Update wt+1,i = wt,i
Zt

× e−αt yi ht,∗(xi,∗),
with Zt being a normalization factor.

3) Output: H (x) = sign(
∑T

t=1 αt ht,∗(x∗)).

uniformly and the one that is according to p, which encourages
exploration. rBoost.SH computes a weak classifier ht, j along
the chosen view j only [line 2(c)]. Also, as in Exp3.P, when
view j is chosen, the estimated reward r̂t ( j) for the view
equals rt ( j)/qt, j [line 2(e)i]. This choice encourages views
that are unlikely to be chosen, due to low probabilities.

In Boost.SH, weak classifiers are computed along all the
views at each step. In contrast, rBoost.SH computes a weak
classifier only along the view selected by the bandit algorithm.
In terms of time complexity, the runtime of rBoost.SH is
about O(T Ch), where Ch denotes the runtime of building
base classifiers. If the base classifiers are decision trees, the
complexity of Boost.SH becomes O(T nq2

max), where qmax =
max j∈{1,...,M}{q j }. Thus, its time complexity is a fraction
(1/M) of Boost.SH’s. Also, in Boost.SH, the winning view
completely determines the weight distribution for all the views.
In rBoost.SH, however, a view selected by Exp3.P may not
be the winning view in terms of edge (2). This ensures that
rBoost.SH explores views which might potentially be useful.
Thus, rBoost.SH ensures diversity.

V. CONVERGENCE ANALYSIS OF rBOOST.SH

This section provides a convergence analysis of rBoost.SH,
described in Algorithm 3. Since rBoost.SH is a randomized
variant of Boost.SH, the analysis potentially sheds light on the
Boost.SH algorithm as well. The significance of the conver-
gence result is twofold. First, the bound on the training error
plays a role in bounds on generalization error [8]. Second,
the bound on the training error shows that rBoost.SH is a
strong learning algorithm. The following theorem states the
convergence of rBoost.SH.

Theorem 2: Let V = {V1, . . . , VM } denote a set of M
views. Suppose that there exists a view Vj+ ∈ V such that
for any fixed 0 < η ≤ 1, and for any distribution over the

Algorithm 4 Exp4
Input: γ ∈ (0, 1].
Initialize: u1,i = 1 for i = 1, · · · , N .
For t = 1, 2, · · · , T

1) Obtain advice π1
t , · · · ,π N

t .
2) Let Ut = ∑N

i=1 ut,i , and for j = 1, · · · , M , let

pt, j = (1 − γ )
∑N

i=1
ut,i π

i
t, j

Ut
+ γ

M .
3) Choose it randomly according to pt,1, · · · , pt,M .
4) Receive reward rt (it ) ∈ [0, 1].
5) For j = 1, · · · , M

r̂t ( j) =
{

rt (it )/pt,it if j = it ;

0 otherwise.

6) For i = 1, · · · , N

ẑt,i = π i
t · r̂t and ut+1,i = ut,i e

γ ẑt,i/M .

training data (1), the base learner returns a weak classifier
from view Vj+ (or simply j+) with edge θ( j+) ≥ η. Then,
for any δ > 0, with probability at least 1 − δ, the training
error (8) of rBoost.SH becomes zero in time at most

T = max

(

log2 M

δ
,

(
4C

η2

)4

,
4 log n

η2

)

(13)

where γ = min{3/5, 2((3M log M)/(5T ))1/2}, and
σ = 2(log(MT/δ))1/2, as required by Theorem 1, and
C = √

32M + (27M log M)1/2 + 16.
While the proof is along the lines of the proof of [40, Th. 1],

it is sufficiently different due to the different reward functions.
The proof is given in Appendix A.

Theorem 2 states that rBoost.SH converges after T =
O(log n) iterations, in terms of n (number of training exam-
ples). Note that the bound is O(1/η8) in terms of η in the worst
case. This bound is similar to the bound O(1/η8) established
in [39]. However, because of (12), η ∈ (0, 1]. In contrast, η is
restricted to 0 < η ≤ γmax = 0.93 < 1 in [39].

The time bound involves both M , the number of views,
and η, the quality that the views can provide. A large M
requires more trials to explore the views so that the best
view(s) can be exploited. When the views cannot provide suf-
ficient separation of the classes, η must be lowered, resulting
in reduced edges (hence small asymptotic margins [41]). This
in turn demands a large number of trials to construct enough
weak classifiers so that the final classifier can be strong.

Note that when there exist views along which weak classi-
fiers with a large edge can be built, rBoost.SH can quickly
discover the views. The probability of selecting the views
increases exponentially. This is highly desirable, especially
when there exist noisy views. It increases computational
efficiency, resulting in a reduced number of weak classifiers.

VI. LEARNING EXPERT STRATEGY: COMBINING

BOOST.SH WITH EXP4

This section considers a multiview setting, where a set of
strategies is available for recommending views. A strategy



This article has been accepted for inclusion in a future issue of this journal. Content is final as presented, with the exception of pagination.

6 IEEE TRANSACTIONS ON NEURAL NETWORKS AND LEARNING SYSTEMS

Algorithm 5 eBoost.SH

Input: γ ∈ (0, 1], S = {(xi , yi )}n
i=1.

Initialize: u1,i = 1 for i = 1, · · · , N and w1,i = 1
n ,

i = 1, · · · , n.
For t = 1 to T

1) Obtain π1
t , · · · ,π N

t , and set Ut = ∑N
j=1 ut, j .

2) For j = 1, · · · , M

pt, j = (1 − γ )

N∑

i=1

ut,iπ
i
t ( j)

Ut
+ γ

M
.

3) Choose view j according to pt,1, · · · , pt,M .
4) Compute classifiers ht, j using distribution wt .
5) Compute θt( j) (2), and αt = 1

2 ln( 1+θt ( j )
1−θt ( j ) ), and

let ht,∗ = ht, j .
6) Compute rt ( j) according to (12).
7) For k = 1, · · · , M

r̂t (k) =
{

rt (k)/pt,k if k = j ;

0 otherwise.

8) For i = 1, · · · , N

• ẑt,i = π i
t · r̂t and ut+1,i = ut,i eγ ẑt,i/M

9) Update wt+1,i = wt,i
Zt

× e−αt yi ht,∗(xi,∗),
where Zt is a normalization factor.

Output: H (x) = sign(
∑T

t=1 αt ht,∗(x∗)).

is a probability distribution over the views. We consider a
strategy as advice given to the algorithm by an “expert”.
Each strategy makes its assumptions regarding the reliability
of a view and allocates a different probability mass to a
view at different times, and in different situations. The goal
is to exploit these strategies so that the algorithm’s trust in
each view for classification comes close to that of the best
strategy. As a result, the most consistent views contribute to
its classification decision.

We introduce a novel algorithm for learning a strategy that
comes close to that of the best expert. We first describe the
Exp4 algorithm [33], which forms a basis for our proposed
algorithm. Let π i

t ∈ [0, 1]M be the probability vector of
expert i at time t , where

∑M
j=1 π i

t ( j) = 1, for each i =
1, . . . , N . Thus, π i

t ( j) represents the recommended probability
of choosing view j by expert i at time t . A deterministic rec-
ommendation will result when the distribution is concentrated
on a single action.

The main steps of Exp4 is summarized in 4. Similar to
Exp3.P (Algorithm 2), when Exp4 chooses action it (line 5),
the estimated reward r̂t (it) for the action is set to rt (it )/pt,it .
It encourages exploring actions that are unlikely to be selected.

We now describe our algorithm for learning expert strate-
gies. It is a combination of Boost.SH and Exp4, which we call
eBoost.SH (Algorithm 5).

Similar to rBoost.SH, the runtime of eBoost.SH is about
O(T nq2

max), where qmax = max j∈{1,...,M}{q j }, when base
classifiers are decision trees. It is a fraction (1/M) of
Boost.SH’s.

A. Inverse Variance Strategy

This section introduces a strategy for selecting views. The
proposed strategy allocates a probability mass to a view,
which is inversely proportional to its variance. The strategy
is a result of optimization of an objective that measures the
difference between the true class probability of an example
and its multiview approximation in terms of Kullback–Leibler
divergence. It turns out that the resulting strategy is consistent
with strategies studied in visual tracking [42].

A given example x, the goal is to estimate the probability
of x being in class one, i.e., P(y = 1|x) (or simply P(y+|x).
Similarly, we write P(y = −1|x) as p(y−|x). Note that
P(y+|x) + P(y−|x) = 1. Recall that each example or object
x is represented by M views {x1, . . . , xM }. Given a set of
probabilities P(y+|xk) for k = 1, . . . , M , we have that

P(y+|x) =
M∑

k=1

P(y+|xk)P(xk |x) =
M∑

k=1

vk P(y+|xk) (14)

where vk = P(xk |x) and
∑M

k vk = 1.
The objective is to compute weight vk so that∑M
k vk P(y+|xk) best approximates P(y+|x). Let

v = (v1, v2, . . . , vM )t . We optimize the following Kullback–
Leibler divergence between P(y+|x) and

∑M
k vk P(y+|xk):

J (v) =
∑

y∈{+1,−1}
P(y|x) log

(
P(y|x)

∑M
k vk P(y|xk)

)

(15)

subject to vt 1 = 1, where 1 = (1, 1, . . . , 1)t . Let P+ =
P(y = 1|x) and P− = P(y = −1|x). Also, let P̂+ =
(P(y+|x1), P(y+|x2), . . . , P(y+|xM))t , and P̂− can be sim-
ilarly defined. It follows that the unconstrained optimization
problem becomes:

J (v, λ) = P+ log

(
P+

vt P̂+

)

+ P− log

(
P−

vt P̂−

)

+ λ(vt 1 − 1).

Differentiating both sides with respect to v and λ, we obtain
that

∂ J (v, λ)

∂v
= − P+

vt P̂+
P̂+ − P−

vt P̂−
P̂− + λ1 (16)

and

∂ J (v, λ)

∂λ
= vt 1 − 1. (17)

Letting (16) and (17) vanish we obtain that

λ1 = P+
wt P̂+

P̂+ + P−
vt P̂−

P̂− (18)

and

vt 1 = 1. (19)

Equation (18) can be rewritten as λ1 = ((P̄v)/(vt P̄+−v)),
where P̄+− = P̂t+ P̂−, P̄−+ = P̂t− P̂+, and P̄ = P+ P̄+− +
P− P̄−+. We also have that P̄+− = P̄t−+. This results in

v = λvt P̄+−v P̄−11. (20)
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Plugging the above in (19), we obtain that λvt P̄+−v1t P̄−t

1 = 1. This implies that λ = (1/(vt P̄+−v1t P̄−t 1)), which
can be combined with (20) to obtain the optimal weight: v =
((P̄−1+−1)/(1t P̄−t 1)). If the views are uncorrelated, we have
that

vi = P̄−1
ii

∑
j P̄−1

j j

(21)

where we used the fact that P̄ii = P(y+|xi )P(y−|xi ). Thus,
P̄ii is at the maximum when P(y+|xi) = P(y−|xi ). Further-
more, P(y+|xi )P(y−|xi ) represents the variance of P(y+|xi).
Therefore, (21) states that a view, averaged over all examples,
should contribute less to classification when the view is most
uncertain (large variance).

VII. CONVERGENCE ANALYSIS OF eBOOST.SH
This section establishes a convergence result for eBoost.SH.

The significance of this result is similar to the convergence
result for rBoost.SH, stated in the beginning of Section V.
First, define

Ri =
T∑

t=1

zt,i =
T∑

t=1

π i
t · rt (22)

which measures the gains of expert i , for i = 1, . . . , N .
Similarly, define (line 6 of Algorithm 4)

R̂i =
T∑

t=1

ẑt,i =
T∑

t=1

π i
t · r̂t . (23)

Instead of the regret Rmax − RExp4, a bound on E[Rbest] −
E[RExp4] was established in [33], where E denotes expec-
tation. We show later a bound on Rbest − RExp4 with high
probability, which allows us to demonstrate the convergence
of the proposed algorithm.

We first establish a bound on Exp4’s gain against the actual
gain of the best expert. Let

μ(x) = eμx − 1 − μx

μ2 . (24)

We state the following lemma.
Lemma 3: Let λ > 0 and δ > 0. Then, with probability at

least 1 − δ, for every expert i

R̂i ≥
(

1 − M1(λ)

γ λ

)

Ri − log(N/δ)

λ

where R̂i is defined in (23) and Ri is defined in (22).
Lemma 3 allows us to establish a bound that relates Exp4’s

gain to the actual gain of the best expert with high probability.
The proof of the lemma is given in Appendix B.

Theorem 4: Let M, T, δ > 0. Assume c ≥ Rbest and γ =
min{1, ((M log(N/δ))/(b2c))1/3}, where b = (e − 1)/2 and
Rbest = max1≤i≤N Ri ,. Then, with probability at least 1 − δ,
and for any family of experts that includes the uniform expert

Rbest − RExp4 ≤ 4.62(M log(N/δ))
1
3 c

2
3

where Rbest = max1≤i≤N Ri (22), and RExp4 = ∑T
t=1 rt (it ).

The proof is along the lines of proof of Theorem 5.1
and given in Appendix C. Since c is bounded by T , the

Fig. 1. Toy example in two views. Top panel shows the first view, while the
bottom panel shows the second view. Both views are in two dimensions. The
class label is completely determined by the first view (top panel).

regret of Exp4 is O(T 2/3). This result allows to establish the
convergence of eBoost.SH in Theorem 5.

Theorem 5: Let V = {V1, . . . , VM } denote a set of M
views. Suppose that there exists a view Vj+ ∈ V such that
for any fixed 0 < η ≤ 1, and for any distribution over the
training data (1), the base learner returns a weak classifier
from view Vj+ (or simply j+) with edge θ j+ ≥ η. Then, for
any δ > 0, with probability at least 1− δ and for any set of N
experts that includes the uniform expert and the expert whose
distribution is concentrated on Vj+ , the training error (8) of
eBoost.SH becomes zero in time at most

T = max

((
4C

η2

)3

,
4 log n

η2

)

(25)

where C = 4.62(M log(N/δ))1/3, and γ =
min{1, ((M log(N/δ))/(b2g))1/3}, required by Theorem 4.

The proof is along the lines of the proof of Theorem 2, and
given in Appendix IX. Note that in addition to M and η, the
number of experts N is also involved in the analysis. When N
is large, a large number of iterations are required to identify
the best expert strategy. Note also that the bound is dependent
on M logarithmically.

A. Simulated Example

We use a simple example to demonstrate how M and N
affect convergence. There are 80 views, each of which has
two dimensions. Class labels are determined solely by the
first view, shown in the top panel in Fig. 1. That is, for any
x = (x1, x2)

t with x1 ∈ [0, 2π] and x2 ∈ [0, 2], we have that
y = 1 if x2 ≥ sin(x1) + 1, and y = −1, otherwise. In this
case, the problem is nonlinearly separable according to the first
view. The remaining views (2 to 80) are generated uniformly
randomly in two dimensions [0, 1]2, and the corresponding
labels are determined by the first view. The second view is
shown in the bottom panel in Fig. 1. They (views 2–80)
represent noisy views. There are 100 training examples
generated in this way.

We also varied the number of experts from 2 to 80. The
first expert is the true expert that selects the first view with
probability 0.9 and selects the remaining views uniformly
randomly. The second expert is the uniform expert, as required
by Exp4. All the remaining experts are randomly generated.

The top panel in Fig. 2 shows the average errors over
30 runs. There are five views: the first view, shown in Fig. 1,
and four random views (the second view is shown in the
bottom panel in Fig. 1). It is seen that the convergence
slows with the increasing number of experts, as expected.
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Fig. 2. Training errors averaged over 30 runs are plotted against the number
of iterations. Top plot: number of experts varies from 2 to 80, and number
of views is fixed to five: the first view is shown in the top plot in Fig. 1
and remaining four views are noisy views (the second view is shown in the
bottom panel in Fig. 1). Bottom plot: number of views varies from 2 to 80
(the first view is the view shown in Fig. 1 and remaining views are random),
and the number of experts is fixed to five: true expert, uniform expert, and
three random experts.

The bottom panel in Fig. 2 shows the average training errors,
where there are five experts: the true expert, the uniform
expert, and three random experts, while the number of views is
varied from 2 to 80 (the first view is the view shown in Fig. 1
and remaining views are noisy views). As the number of views
is increased, the convergence is slowed. The simple example
provides empirical evidence that supports our convergence
analysis.

VIII. EXPERIMENTS

In the following, we provide the experimental results to
evaluate the proposed multiview learning methods.

A. Competing Methods

We compare the following methods in our experiments.

1) Boost.SH: The proposed multiview learning algorithm,
shown in Algorithm 1.

2) rBoost.SH: A randomized version of Boost.SH
(Algorithm 3).

3) eBoost.SH: A version of the Boost.SH algorithm for
learning the best expert strategy from a pool of strategies
(Algorithm 5). In this experiment, the set of strate-
gies includes the inverse variance strategy (21) and
the uniform strategy. For the inverse variance strategy,
the consensus function is simply true training labels.
f j , the classifier along the j th view, is estimated by
applying the base learner to the view.

4) iBoost: A Boost.SH-type algorithm, where each view
has its own weight distribution. Similar to Boost.SH, a
weak classifier is built from each view and the weak
classifier having the largest edge contributes to the final
classifier at each boosting round. Here, the objective is
to examine empirically the effect of the shared versus
independent weight distributions on performance.

5) MVLing: A multiview kernel learning algorithm
proposed in [30], where the objective involves both
within- and between-view regularization.1 We obtained
MATLAB code from github.com/lorisbaz/Multiview-
learning.

6) AdaBoost: The AdaBoost algorithm. In this case,
AdaBoost is applied to the concatenation of all the
views.

1We chose MVLing over SVM-2K because SVM-2K is inherently a
two-view learning algorithm.

Fig. 3. Sample iris and fingerprint data.

7) Mumbo: The cooperative multiview learning algorithm
proposed in [28]. Mumbo is a boosting approach to
multiview learning with cooperation.

8) MKL: A multiview multiple kernel learning algorithm
developed in [14].

In the experiments, all the boosting-type algorithms employ
a decision tree learner to construct weak classifiers. Decision
trees are known to better exploit features, resulting in better
weak classifiers. The number of weak classifiers, i.e., the stop-
ping condition, is set to 100. The idea is to not overemphasize
boosting at the expense of other methods. For MVLing and
MKL, tenfold cross validation was used for model selection.

We note that in theory, σ and γ (parameters input to
rBoost.SH 3) should be set to the values stated in Theorem 1.
Similarly, γ (parameter input to eBoost.SH 5) should be set
to the value stated in Theorem 5. However, they are generally
validated in practice. We found that they should be relatively
small. Too large, a value produces a uniform distribution. For
rBoost.SH, we set σ to 0.15 and γ to 0.3, respectively, as
suggested in [39]. For eBoost.SH, we set γ to 0.15. These
values confirm to the observation made in [43].

B. Data Sets

The following data sets are used to evaluate the performance
of the competing methods.

1) BioMetrics Data: The BioMetrics data set is a publicly
available WVU multimodal data set [44]. The BioMetrics data
set consists of iris and fingerprint modalities from subjects of
different ages, genders, and ethnicities, as described in [44].
The data set is difficult, because many examples are low
quality due to blur, occlusion, and noise.

Sample iris and fingerprint images are shown in Fig. 3. Also,
the evaluation was done on randomly selected five pairs of
subjects (binary classification) having samples in both views,
ranging 26 to 62.

To compute features, iris images are segmented into 25×240
templates [45]. Since Gabor features have been shown to
produce better representation for iris data [46], these templates
are convolved with a log-Gabor filter at a single scale to
obtain a 6000 features [47]. To represent fingerprints, ridge and
bifurcation features are computed using publically available
code (sites.google.com/site/athisnarayanan/). Resulting feature
vectors have 7241 components.

2) CiteSeer Data: The CiteSeer data set consists of 3312
documents or papers that are grouped into six classes. Each
document has three views: 1) text view, including title and
abstract of the document; 2) inbound reference or link view;
and 3) outbound reference or link view. The text view is in
the bag-of-words representation, while the link views are sim-
ple binary vectors. For this experiment, artificial intelligence
(668 examples) and machine learning (701 examples) classes
are used.
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3) Cora Data: The Cora data set consists of 9947 computer
science-related articles that are classified into eight classes.
Similar to CiteSeer, each article in Cora also has three
views: 1) text view, including title and abstract of the article;
2) inbound reference or link view; and 3) outbound reference
or link view. The representations for the three views are
the same as CiteSeer, i.e., bag-of-words and simple binary
vectors. Information retrieval (986 examples) and database
(502 examples) classes are used in the Cora experiment.

4) Yeast Data: The Yeast genomic data set is acquired from
the MIPS Comprehensive Yeast Genome Database [48]. The
data set has two classes: membrane versus nonmembrane pro-
teins. Each example is represented by three views: the BLAST
view, the view computed by the Smith–Waterman genomic
method, and the view from gene expression measurements.
The data set has 100 examples.

5) Digits Data: The Digits data set consists of handwrit-
ten numerals (0–9) collected Dutch utility maps [49]. Each
numeral contains 200 examples that have been digitized in
binary images. These digits are represented by the following
six views: 1) mfeat-fou: 76 Fourier coefficients of the character
shapes; 2) mfeat-fac: 216 profile correlations; 3) mfeat-kar:
64 Karhunen-Love coefficients; 4) mfeat-pix: 240 pixel aver-
ages in a 2 by 3 window; 5) mfeat-zer: 47 Zernike moments;
and 6) mfeat-mor: six morphological features. Here, numerals
from 0 to 4 are in class 1, and numerals from 5 to 9 are in
class −1. We randomly selected 100 examples from each class
for a total of 200 examples in our experiment.

6) Multilingual Text (MText) Data: This data set is a
multilingual text data set [50]. It is from the Reuters RCV1
and RCV2 collections. The data set consists of six categories
of documents: 1) economics; 2) equity markets; 3) government
social; 4) corporate/industrial; 5) performance; and 6) govern-
ment finance. Each document in English has a corresponding
document in Franch, German, Italian, and Spanish, translated
using PORTAGE [51]. For binary classification, documents
in economics, equity markets, and government social are in
class 1, and documents in corporate/industrial, performance,
and government finance are in class −1. Also, following [14],
we uniformly divide the features of a document into two equal
parts. In this way, each document is represented by ten views.
In this experiment, we randomly selected 100 examples from
each class. Thus, the data set has 200 examples.

C. Experimental Results

In the experiments, each data set is randomly partitioned
into training (60%) and testing (40%). Each feature dimension
in the training data is normalized, such that the mean of the
resulting feature dimension is zero and its variance is one.
The test data are similarly normalized using corresponding
training mean and variance. The average results over 30 runs
are reported.

The average classification results by each method on the
eight data sets are shown in Table I. The overall accuracy by
each method across the problems is shown in the last row
in Table I. The difference between the bold face results and
the nonbold face results are significant at the 5% significance
level. The three proposed methods achieved the best overall

TABLE I

AVERAGE ACCURACY: THE BOLD FACES INDICATE THAT RESULTS
ARE SIGNIFICANTLY DIFFERENT FROM NONBOLD FACES

AT THE 5% SIGNIFICANCE LEVEL

TABLE II

AVERAGE ACCURACY OF ADABOOST ON INDIVIDUAL VIEWS

performance on the problems that we have experimented with.
MKL performed the worst, and in between are AdaBoost and
iBoost. Boost.SH, rBoost.SH, and eBoost.SH performed very
similarly on the data sets. We note that AdaBoost is a strong
classifier. Thus, its performance is competitive, especially
in the CiteSeer and Cora data sets. The results also show that
as the number of views increases, the time required to explore
the views increases for the probabilistic algorithms such as
rBoost.SH and eBoost.SH, as expected.

To provide a reference, AdaBoost was applied to the
individual views of the eight data sets and the average results
over 30 runs are shown in Table II. Compared with the
results shown in Table I, the proposed methods can indeed
leverage complementary information from the multiple views
to improve classification performance. The difference is par-
ticularly significant for the biometric data sets. Note that the
biometric data sets only have two views. Thus, techniques
based on majority vote or techniques work with only two views
such as SVM-2K will not work.

The results in Table I show that Boost.SH, rBoost.SH,
and eBoost.SH outperformed iBoost. Recall that the only
difference between Boost.SH and iBoost is the shared versus
independent distribution. Everything else being equal, this
experiment highlights the benefit of the shared distribution
enjoyed by Boost.SH and its variants. One explanation is
that the independent distribution of examples creates a barrier
that prevents the exchange of information between the views.
On the other hand, Boost.SH, rBoost.SH, and eBoost.SH allow
such exchange, which may prove crucial when the views
provide complementary information.
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Fig. 4. Aggregated precision, recall, and accuracy by the eight methods on
the ten data sets.

Fig. 5. Distribution of ratio values for each method. The best method should
have its ratio values centered around 1.

Fig. 4 shows the aggregated precision, recall, and accuracy
rates by the eight competing methods on the ten data sets. The
results show again that the proposed techniques, Boost.SH,
rBoost.SH, and eBoost.SH outperformed the competing tech-
niques in terms of average precision, recall, and accuracy rates.

Two procedural parameters, σ = 0.15 and γ = 0.3, input
to rBoost.SH (Algorithm 3) and one, γ = 0.3, input to
eBoost.SH (Algorithm 5) were fixed throughout the experi-
ments. In contrast, the performance registered by MVLing and
MKL involved expensive cross validation for model selection.

D. Performance Robustness

The results shown in Table I show that the proposed
algorithms achieved the best or near best average results over
the eight data sets. It seems natural to ask how well a method
will perform in problems where the conditions are in favor
of other methods. This type of robustness for a given method
can be measured by computing the ratio of its error rate to the
best error rate on a problem [52].

Let εk denote the error rate of method k on a given problem.
Define τk = εk/ min1≤i≤8 εi . That is, τk is the ratio of the
error rate obtained by method k to the best error rate for
that problem. Thus, the best method k∗ in terms of error rate
for the problem has τk∗ = 1, and all other methods have a
ratio τk ≥ 1, for k 
= k∗. A large τk value indicates a worse
performance, relative to the best method for the given problem.
The distribution of the τk values for each method k over all the
problems can therefore be used to measure robustness. The
best method will have its ratios centered around one. Fig. 5
shows how the τk values are distributed for each method.
The box edges represent the 25th and 75th percentiles of the

distribution, separated by the median. The median values are
1.06 (Boost.SH), 1.03 (rBoost.SH), 1.03 (eBoost.SH), 1.32
(iBoost), 2.32 (MVLing), 1.33 (AdaBoost), 1.29 (Mumbo),
and 2.35 (MKL). Boost.SH, rBoost.SH, and eBoost.SH are
most robust in terms of the distribution of τ values. In 4/10
of the data sets, Boost.SH, rBoost.SH, and eBoost.SH each
achieved the best error rate. In the remaining six data sets,
εr Boost .S H was at most 11% higher than the best error rate.
εeBoost .S H was at most 11% higher than the best in 5/10 of
them. εeBoost .S H was 17% higher in the worst case. Similarly,
in 5/10 of them, εBoost .S H was at most 17% higher than
the best. In the worst case, it was 50% higher. In contrast,
the distributions of τMV Ling and τM K L were the worst. In the
worst case, εMV Ling and εM K L were 378% higher than the best
error rate. iBoost, AdaBoost, and Mumbo were somewhere in
between.

IX. CONCLUSION

This paper introduces the Boost.SH algorithm for multiview
learning. Boost.SH uses a single weight distribution among the
views. As a result, the consistency and the interplay between
the views can be exploited to improve multiview learning
performance. This paper also introduces the randomized vari-
ants of Boost.SH, Boost.SH with multiarmed bandits, where
a winning view is chosen probabilistically. This formulation
ensures diversity and allows to establish convergence for
randomized Boost.SH. The proposed algorithms are evalu-
ated using eight data sets. The proposed algorithms achieve
competitive performance against competing methods on the
problems we have experimented with. Future research includes
exploring strategies for efficiently exploiting interplay between
multiple views for classification.

APPENDIX A
PROOF OF THEOREM 2

Let ω = (1/T ) maxk
∑T

t=1 rt (k) be the average total reward
received by the best fixed arm. Let k∗ = arg maxk

∑T
t=1 rt (k).

Note that k∗ may be different from k+ from which the base
learner returns a weak classifier with an edge greater than η,
as stated in the theorem. Since k∗ is the best fixed arm, we
have that

ω ≥ 1

T

T∑

t=1

rt (k
+). (26)

From (7), we have that log(�H (H, W1)) =∑T
t=1 log(�h(ht , Wt )). From (12) and log x ≤ x − 1, we

obtain that
∑T

t=1 log(�h(ht , Wt )) ≤ ∑T
t=1 −rt (kt ). Let � =

4(MT log(MT /δ))1/2+4((5/3)MT log M)1/2+8 log(MT /δ).
From Theorem 1 and ω = (1/T ) maxk

∑T
t=1 rt (k), it follows

that:
T∑

t=1

−rt (kt ) ≤ � −
T∑

t=1

(1 −
√

1 − η2) (27)

≤ � −
T∑

t=1

1

2
η2 (28)
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where the inequality (27) follows from (12) and (26) and
the assumption that θt (k+) ≥ η, and (28) follows from
((1 − x2)1/2 − 1)2 ≥ 0, and thus, (1 − x2)1/2 ≤ 1 − (1/2)x2.
Furthermore, � ≤ T 3/4C , where the inequality follows from√

T > log T , T > log2(M/δ), and the fact that T > 1 and
(80/3) < 27, with C = √

32M + (27M log M)1/2 + 16. Thus

T∑

t=1

log(�h(ht , Wt )) ≤ � −
T∑

t=1

1

2
η2 (29)

≤ T 3/4C − 1

2
T η2 (30)

= −T

(
1

2
η2 − T −1/4C

)

(31)

≤ −1

4
T η2 (32)

where the last inequality follows from T > ((4C)/η2)4 (13).
Thus, from (8)–(10) and (32), we have that ε ≤ e−(1/4)Tη2

.
Setting ε < (1/n) forces ε to be zero. Therefore, letting
e−(1/4)Tη2 ≤ (1/n), and combining with (13), we obtain the
stated time bound.

APPENDIX B
PROOF OF LEMMA 3

The proof is along the lines of the proof of [17, Lemma 5.1].
It is sufficient to show that for any expert k

P

{

Ĝk <

(

1 − M1(λ)

γ λ

)

Rk − log(N/δ)

λ

}

≤ δ

N
(33)

where Ri and R̂i are given in (22) and (23), respectively.
The lemma will follow from the union bound. Let Xt =
exp(λ

∑t
t ′=1(zt ′ − ẑt ′) − ((M1(λ))/γ )

∑t
t ′=1 zt ′) be a ran-

dom variable. We show that E[XT ] ≤ 1. This results in
P{XT > (N/δ)} ≤ (δ/N) by Markov’s inequality, which can
be shown to be equivalent to (33). Write Ekt [Xt |k1·(t−1)] =
Xt−1e−((M1(λ)zt )/γ )Ekt [eλ(zt−ẑt )|k1·(t−1)], where k1·(t−1) =
k1, . . . , kt−1. For t = 0, it is clear X0 = 1. For t > 0, by
induction on t , we have that

Ekt [eλ(zt−ẑt )|k1·(t−1)] ≤ Ekt [1 + λ(zt − ẑt )

+ 1(λ)(zt − ẑt )
2|k1·(t−1)]

≤ 1 + M1(λ)

γ
zt

≤ exp

(
M1(λ)

γ
zt

)

.

The first inequality comes zt − ẑt ≤ 1, and eμx ≤
1 + μx + m(μ)m2 for any μ, for all m 
= 0 and
for all x ≤ m [17, Lemma 3.3]. The second inequal-
ity is based on Ekt [ẑt |k1, l, kt−1] = zt , and Ekt [(zt −
ẑt )

2|k1·(t−1)] ≤ (M/γ )zt . Combining the terms, we have that
Ekt [Xt |k1, . . . , kt−1] ≤ Xt−1. By induction hypothesis, we
obtain that E[Xt ] ≤ E[Xt−1] ≤ 1.

APPENDIX C
PROOF OF THEOREM 4

Assume that c ≥ b−2 M log(N/δ) (bound will be true,
otherwise). Now for any expert m [34, Th. 7.1])

RExp4 =
T∑

t=1

rt (kt ) ≥ (1 − γ )

T∑

t=1

ẑt (m) − M log N

γ

−(e − 2)
γ

M

T∑

t=1

M∑

k=1

r̂t (k). (34)

Since the set of experts includes the uniform expert, it fol-
lows that

∑T
t=1

∑M
k=1 r̂t (k) = M

∑T
t=1(1/M)

∑M
k=1 r̂t (k) ≤

M R̂best. Also, since the inequality (34) holds for any expert,
we have that RExp4 ≥ (1 − 2bγ )R̂best − ((M log N)/γ ).
Combining Lemma 3 and the above, we obtain that

Rbest − RExp4 ≤
(

2bγ +
(

1

γ
− 2b

)
M1(λ)

λ

)

Rbest

+ (1 − 2bγ )

λ
log

N

δ
+ M log N

γ
. (35)

Let λ = (((log(M/δ))2)/(bMg2))1/3. From μ(x) =
((eμx − 1 − μx)/μ2) with μ 
= 0, and ex ≤ 1 + x + x2 for
x ≤ 1, it follows that λ ≤ 1. Thus, we have 1(λ) ≤ λ2.
Plugging the first term in (35), one obtains (2bγ +
((1/γ ) − 2b)((M1(λ))/λ))c ≤ (3b1/3)(M log(N/δ))1/3c2/3.
Similarly, we can bound the second and third terms in
(35) ((1 − 2bγ )/λ) log(N/δ) ≤ b1/3(M log(N/δ))1/3c2/3,
and ((M log N )/γ ) ≤ b4/3(M log(N/δ))1/3c2/3, respec-
tively. The last inequality follows from M log N ≤
(M log(N/δ))2/3(b2c)1/3. Collecting the terms, we have that

Rbest − RExp4 ≤ (4b1/3 + b4/3)(M log(N/δ))1/3c2/3

≤ 4.62(M log(N/δ))1/3c2/3. (36)

APPENDIX D
PROOF OF THEOREM 5

Let

ω = max
1≤k≤N

1

T

T∑

t=1

zt (k) = max
1≤k≤N

1

T

T∑

t=1

π k · rt (37)

be the total reward of the best fixed expert. Since ω is the
return of the best retrospective expert strategy, we have that
ω ≥ (1/T )

∑T
t=1 rt (k+), where (1/T )

∑T
t=1 rt (k+) is the

return of the expert whose distribution is centered on the view
k+ from which the base learner returns a weak classifier with
an edge greater than η, as stated in the theorem. We upper
bound the logarithm of the exponential margin loss, noticing
that C = 2(4.62(M log(N/δ))1/3)

T∑

t=1

log(�h(ht , Wt )) ≤
T∑

t=1

−rt (kt ) (38)

≤ T
2
3 C − Tω (39)

≤ T
2
3 C −

T∑

t=1

rt (k
+) (40)
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≤ T 2/3C −
T∑

t=1

(1 −
√

1 − η2) (41)

≤ T 2/3C − 1

2
Tη2 (42)

≤ −T
1

4
η2 (43)

where (38) follows from (12) and log x ≤ x − 1; (39)
follows from Theorem 4 and (37); (40) follows from ω ≥
(1/T )

∑T
t=1 rt (k+); (41) follows from (12) and the assumption

that θt (k+) ≥ η, and (41) follows from ((1 − x2)1/2 −
1)2 ≥ 0, and thus, ((1 − x2)1/2 ≤ 1 − (1/2)x2; the last
inequality follows from the assumption T > (4C/η2)3 (25).
From (8)–(10) and (38), we have that ε ≤ e−(1/4)Tη2

. Setting
ε < (1/n) forces ε to be zero. Therefore, letting e−(1/4)Tη2 ≤
(1/n), and combining with (25), the stated time bound follows.
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