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Abstract. 3D city-scale point cloud stitching is a critical component for large
data collection, environment change detection, in which massive amounts of 3D
data are captured under different times and conditions. This paper proposes a
novel point cloud stitching approach, that automatically and accurately stitches
multiple city-scale point clouds, which only share relatively small overlapping
areas, into one single model for a larger geographical coverage. The proposed
method firstly employs 2D image mosaicking techniques to estimate 3D overlap-
ping areas among multiple point clouds, then applies 3D point cloud registration
techniques to estimate the most accurate transformation matrix for 3D stitching.
The proposed method is quantitatively evaluated on city-scale reconstructed point
cloud dataset and real-world city LiDAR dataset, in which, our method outper-
forms other competing methods with significant margins and achieved the highest
precision score, recall score, and F-score. Our method makes an important step
towards automatic and accurate city-scale point cloud data stitching, which could
be used in a variety of applications.
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1 Introduction

Point cloud data (PCD) stitching is the task of combining two or more point clouds,
which only share relatively small overlapping areas, into one larger point cloud model
by estimating the relative transformation between them. This task has been gaining
more importance due to the massive amounts of 3D data, which only have small partial
overlapping areas, are captured from various sensors at different times and locations
under different poses or local coordinate systems.

Though One of the basic underlying techniques of point cloud data stitching, point
cloud registration, has been studied well through several decades and became an es-
sential part of many computer vision algorithms such as 3D object matching [1], lo-
calization and mapping [2], dense 3D reconstruction of a scene [3], and object pose
estimation [4], a difficult yet fundamental task in point cloud data stitching still exists,
which is to determine the overlapping areas in each point cloud, which in many cases
could be a relatively small percentage of the whole point cloud coverage. This becomes
even more severe when applying point cloud data stitching on city-scale data of ur-
ban environments since all point clouds share very similar structures and it is hard to
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(a) Point cloud of Columbia dataset 1 (b) Point cloud of Columbia dataset 2

(c) Automatically stitched result using the proposed approach

Fig. 1. This paper proposes a novel point cloud data stitching system for city-scale datasets, that
firstly detects overlapping areas among multiple point clouds, then stitches them into one 3D
model for larger geographical coverage. Both 3D point clouds in the top row were generated
using CM/PMVS [5,6], the two point clouds share 38.39% overlapping areas between each other.
All point clouds are visualized using CloudCompare [7].

accurately determine the true overlapping area. Without accurately estimating the over-
lapping areas in each point cloud, modern point cloud registration algorithms fail to
complete the task due to mismatching of 3D points (examples can be found in Section
4).
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In this paper we propose a novel point cloud data stitching system, that addresses
this issue and accurately stitches multiple city-scale point clouds that only share small
overlapping areas into one 3D model with the help of a 2D image mosaicking technique.
Our system not only could handle colorful point clouds reconstructed by 3D reconstruc-
tion algorithms, but also color-less LiDAR data captured at different times and locations
under different local coordinate systems. Our system consists of three components.

The first component is a module, which creates 2D orthographic views for each city-
scale point cloud. The second component applies a 2D image mosaicking technique to
mosaic those orthographic views such that the scale between different point clouds can
be estimated and the 3D overlapping areas can be determined. The third component
estimates multiple transformation matrices between each pair of point clouds based on
only the overlapping areas using multiple point cloud registration algorithms and selects
the best transformation matrix among all estimations. Once the final transformation
matrix is selected, all point clouds are transformed into one common coordinate and
form the final result.

The performance is quantitatively evaluated based on realistic city-scale LiDAR
data, in which our system outperforms all other point cloud registration algorithms. The
key contribution of this paper is the development of the first two modules, which could
accurately estimate overlapping areas between different point clouds, such that auto-
matic and accurate point cloud stitching can be performed on large city-scale datasets.
The rest of this paper is organized as follows: Section 2 presents the related works.
Section 3 presents our proposed approach for point cloud data stitching. Experimental
results are presented in Section 4, and Section 5 concludes the paper.

2 Related work

Our method employs 2D image mosaicking techniques together with 3D point cloud
registration techniques to accomplish this task.

2D image mosaicking is a fundamental task in computer vision and has been studied
for decades [8–10]. Feature-based image registration techniques mainly match sparse
key-points provided by feature descriptors in order to find transformation relationship
between multiple images given some area of overlap. The choice of descriptor plays
a vital role in determining robustness and efficiency of mosaicking algorithms. One of
the earliest mosaicking algorithm is AutoStitch [11] with robust SIFT [12] features.
SURF [13] features are reported to be as robust as SIFT and more efficient in terms of
time complexity. Many other feature descriptors have also been selected for mosaicking
process due to their unique strength, such as KLT feature [14], Harris Corner feature
[15], and ASIFT feature [16]. In this study, we look for an efficient and robust feature
descriptor particularly for city-scale point cloud data of the urban environment, which
is a difficult work due to its challenges. For example, each model covers several square
kilometers area with very similar contents. Wide range of objects such as long roads
and massive buildings. Occlusion due to the presence of building and shadows add a
further twist in these datasets. Thus we take advantage of very robust descriptors such
as SURF as our 2D image mosaicking feature descriptor.
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Much research also has been done on the topic of 3D point cloud registration: one
of the oldest and most widely used algorithms, Iterative Closest Point (ICP) [17, 18],
is based on an iterative matching process where point proximity establishes candidate
point pair sets. Given a set of point pairs, then rigid transformation that minimizes the
sum of squared point pair distances can be calculated efficiently in closed form. Many
variants of ICP have also been developed including A.V. Segal et al. [19], which com-
bined the ICP and point-to-plane ICP algorithm into a single probabilistic framework
called Generalized-ICP (GICP) to improve performance while maintaining the speed
and simplicity of ICP. Later, M. Korn et al. [20] integrated L*a*b color space infor-
mation into the GICP algorithm, which improved the registration result without having
an immoderate impact on the runtime. R.B. Rusu et al. proposed a 3D feature descrip-
tor named Fast Point Feature Histograms (FPFH), which describes the local geometry
around a point for 3D point cloud datasets and can be used for 3D registration [21]. In
this study, we take advantage of all modern 3D registration algorithms and select the
one which estimates the best transformation matrix.

3 Proposed approach

Recently, massive amounts of 3D point cloud data are directly or indirectly captured
from various active sensors (i.e., LiDAR, depth cameras, and reconstructions based on
2D imagery) but at different times and locations under different poses or local coordi-
nate systems. We proposed a novel system, which can stitch multiple city-scale point
clouds of urban scenes with only small overlapping areas into one larger point cloud,
which has larger geographical coverage. Our system firstly creates 2D orthographic
views for each city-scale point cloud, then applies a 2D image mosaicking technique
to locate the overlapping 3D areas while estimating the scales between different point
clouds. After obtaining the overlapping areas, we use only these areas to apply 3D reg-
istration techniques to find the best transformation matrix to stitch each point cloud into
one common coordinate as our final result. A demonstration of our system can be found
in Figure 2.

3.1 2D Orthographic View Generating

Due to the fact that different point clouds were captured under different situations, the
majority of the datasets may not have realistic real-world coordinates. For example, a
point cloud may be rotated around certain origin and the whole model could be facing in
a wrong direction. To create 2D orthographic views for these datasets, we firstly correct
the normal for each point cloud: one plane is fitted into each point cloud using singular
value decomposition (SVD) [22]. We treat this plane as the ground plane, then rotate
the point cloud in 3D space and adjust its normal until the normal changes to (0,0,1),
which means the point cloud is facing directly into the sky. We then collapse each point
along z-direction down to the ground plane and create a 2D image from this ground
plane. The color value of each pixel on this plane equals the color of the highest 3D
point at this (x,y) location.
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Fig. 2. Our framework consists of three main blocks: 1) 2D orthographic view generating, 2)
3D overlapping area estimation and segmentation, and 3) 3D registration based on segmented
overlapping areas.

3.2 3D Overlapping Area Estimation And Segmentation

After obtaining the 2D orthographic views, we detect SURF feature points on each view
and apply feature matching between each pair of the views. Due to the similar under-
lying structures and potential mismatching in each view, we only keep good matches,
which have matching scores higher than a predefined threshold value. We then perform
2D image mosaicking using only the good matches together with RANSAC [23]. Fig-
ure 4 shows the good matches between the two orthographic views in Columbia dataset.
In total, we obtained 13 good matches in this dataset, and 9 out of them were correct.
We used all 13 matches to perform 2D image mosaicing, during which the 4 incorrect
matches were discarded by RANSAC.

After applying 2D image mosaicking, we estimate the scale between the two point
clouds first, then compute and segment the 2D overlapping areas from each ortho-
graphic view. Based on the 2D areas, we trace back and locate the 3D overlapping
area in each point cloud. Those 3D overlapping areas are then segmented out and used
for 3D transformation matrix estimation (Figure 5 bottom row).

3.3 3D Registration Based On Segmented Overlapping Areas

Once the 3D overlapping areas among multiple point clouds are determined and seg-
mented, we estimate multiple transformation matrices between them using each the
following four algorithms only based on the segmented overlapping areas:

– ICP [17, 18]
– Generalized-ICP (GICP) [19]
– Color Supported Generalized-ICP [20], if color information is available
– Fast Point Feature Histograms (FPFH) [21]

After obtaining four transformation matrices, our system transforms the overlapping
area of the source point cloud into the target point cloud coordinate using each of the



6 S. Yao et al.

(a) Ground plane in Columbia orbit 1 (b) Orthographic view for orbit 1

(c) Ground plane in Columbia orbit 2 (d) Orthographic view for orbit 2

Fig. 3. A ground plane is fitted into each point cloud (marked in green color in the left column).
After adjusting the normal of the ground plane, a 2D orthographic view can be generated (the
right column).

matrices and calculates the Root Mean Square Error (RMSE) (Equation 1) between the
overlapping areas.

RMSErrors =

√∑n
i=1 (Ptarget − Psource)

2

n
(1)
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Fig. 4. This figure shows the good matches between the two orthographic views, which are indi-
cated by colorful line segments. The 4 mismatches are discarded later by RANSAC [23].

The matrix with the least RMSE is then selected as the final transformation matrix. Our
system then uses this matrix to transform the source point cloud into the target point
cloud coordinate and merges the two point clouds into one larger model. Depending on
the floating-point number precision of the point locations, two point clouds usually do
not have multiple points at the exact same location after transformation. However, if
this situation happens, we keep only one point at this location and assign the average
color to it. An example of our final result can be found in Figure 6.

4 Experimental Results on Real-World Data

To evaluate our proposed method, we compared our results with all modern 3D point
cloud registration algorithms on both reconstructed point clouds and LiDAR data. We
also quantitatively evaluated our method versus other algorithms using LiDAR groundtruth
data.

4.1 Reconstructed Point Clouds on Columbia Dataset

Two different circular orbits of 2D Wide-Area Motion Imagery (WAMI) [24] were cap-
tured in Columbia, Missouri, USA by TransparentSky [25]. Each orbit covers approxi-
mately 1 km2 area, and the two orbits share a 38% overlapping. We then used a well-
known open-source tool CM/PMVS [5, 6] to generate two point clouds using the two
orbits of imagery. An example of the Columbia WAMI dataset and the reconstructed
point cloud of it can be found in Figure 7. The reconstructed point cloud from orbit 1
contains 3.15 million 3D points, and the reconstructed point cloud from orbit 2 contains
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(a) Overlapping area in orbit 1 (green) (b) Overlapping area in orbit 2 (red)

(c) Segmented 3D overlapping area from
orbit 1 for 3D registration

(d) Segmented 3D overlapping area from
orbit 2 for 3D registration

Fig. 5. The 3D overlapping areas from the two point clouds are shown in the top row (green area
and red area). The two cropped areas are shown in the bottom row, which will be used for 3D
registration in the next module.

6.30 million 3D points. Our proposed method requires a similar scale between multi-
ple point clouds. To achieve this, we firstly upscale/downscale each point cloud to a
near-world scale, meaning each unit in point cloud roughly represents 1-meter distance.
Since initially, we’re using a 2D matching technique to roughly locate the overlapping
areas, noise, and occlusion created by the MVS algorithms are not hurting the final
result.

When creating the 2D orthographic views of the point clouds, since we’re stitching
multiple city-scale models, we set the image resolution to 2 meters, meaning each pixel
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Fig. 6. The final model generated by proposed approach on Columbia dataset.

(a) First frame of Columbia WAMI dataset, or-
bit 1

(b) Reconstructed point cloud model using
CM/PMVS [5, 6] on Columbia dataset, orbit 1

Fig. 7. (a) shows the first frame of Columbia WAMI dataset, orbit 1. (b) shows the reconstructed
point cloud using CM/PMVS [5, 6] on the same dataset, which contains 3.15 million 3D points.

in 2D views represents 2-meter distance in real world. To apply our proposed method
on smaller objects, the resolution can be increased for better performance.

Figure 8 shows the stitched result from the proposed approach as well as the results
from the four most common point cloud registration algorithms including B. Eckart et
al. [18], A.V. Segal et al. [19], M. Korn et al. [20], and R.B. Rusu et al. [21]. For all four
common algorithms, we set the theoretical overlap as 38.39% before tests such that the
comparisons are in fair condition. Figure 8 bottom row shows a zoomed-in view from
each result, from which we could clearly notice that only the proposed approach is able
to produce a reasonable result while all other algorithms fail to stitch the two point
clouds due to similar underlying structures and mismatching the 3D points.
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(a) Ours (b) ICP (c) Generalized-
ICP

(d) Color sup-
ported G-ICP

(e) FPFH

(f) Zoomed-in
view of ours

(g) Zoomed-in
view of ICP

(h) Zoomed-in
view of G-ICP

(i) Zoomed-in
view of CGICP

(j) Zoomed-in
view of FPFH

Fig. 8. Point cloud stitching comparisons on Columbia dataset. From left to right: ours, B. Eckart
et al. [18], A.V. Segal et al. [19], M. Korn et al. [20], and R.B. Rusu et al. [21]. All other methods
fail while only ours accurately stitches the two point clouds.

4.2 Columbia LiDAR Dataset

We also performed our point cloud stitching approach on a realistic city-scale LiDAR
dataset, which was kindly provided by Boone County Government, Missouri. This Li-
DAR dataset covers a 4.89 km2 area and the aggregate nominal pulse density of it is
2.1 pts/m2. In total, this LiDAR dataset contains 8.86 million scanned 3D points. This
dataset is then randomly divided into 4 sub-volumes for quantitative evaluations in our
experiments. Each sub-volume contains 1.43 million - 2.49 million 3D points, and each
pair of two sub-volumes share a 10%-30% overlap. A different random 3D transforma-
tion (translation and rotation) is then applied to each of the sub-volumes to simulate the
realistic situations. The LiDAR dataset is shown in Figure 9 (a), in which the color of
each 3D point represents the LiDAR return value, and the 4 sub-volume point clouds
extracted from the LiDAR dataset are shown in Figure 9 (b), where each sub-volume
point cloud is highlighted using a yellow bounding box. The 4 sub-volume point clouds
after random transformation are shown in Figure 9 (c). Figure 9 shows that only our
proposed method is able to stitch the 4 point clouds correctly while all other methods
fail the task completely without generating any meaningful results.
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(a) LiDAR ground truth (b) Four sub-volumes
highlighted with yellow
bounding boxes

(c) Four sub-volumes
after random transfor-
mation

(d) Ours

(e) ICP (f) Generalized-ICP (g) Color supported G-
ICP

(h) FPFH

Fig. 9. Point cloud stitching comparisons on the Columbia LiDAR dataset. Top row from left to
right: ground-truth, the four sub-volumes extracted from ground-truth (each area is highlighted
with a yellow bounding box), the four sub-volumes after applied a random transformation, and
result from Ours. Bottom row from left to right: result from B. Eckart et al. [18], result from
A.V. Segal et al. [19], result M. Korn et al. [20], and result R.B. Rusu et al. [21]. All other
methods incorrectly stitches the four point clouds while only ours successfully stitches the four
point clouds.
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We quantitatively evaluate our proposed method versus other algorithms using the
evaluation methodology proposed in Tanks and Temples MVS benchmark [26]. The pre-
cision score (P(d)), recall score (R(d)), and F-score (F(d)) are calculated using Equation
2 (d is set to 0.7 meter, which is the same as the Ground Sample Distance in this LiDAR
dataset).

P (d) =
100

|R|
∑
rεR

[er→G < d]

R(d) =
100

|G|
∑
gεG

[eg→R < d]

F (d) =
2P (d)R(d)

P (d) +R(d)

(2)

The quantitative evaluations on Columbia LiDAR dataset about our proposed method
and all the other four algorithms can be found in Table 1, which shows that our proposed
method outperforms other methods with significant margins and achieves the highest
precision score, recall score, and F-score among the five approaches, which indicates
the importance of overlapping area estimation, and demonstrates our ability of stitch-
ing city-scale point cloud data automatically and accurately without the need of any
odometry (e.g. INS or GPS).

Table 1. Quantitative evaluations of point cloud stitching methods for the Columbia LiDAR
dataset (d is set to 0.7 meter, which is the same as the Ground Sample Distance in this LiDAR
dataset).

Precision Recall F-score
Method P(d) R(d) F(d)

Ours 94.12 97.95 96.00
B. Eckart et al. [18] 29.10 24.16 26.40
A.V. Segal et al. [19] 26.04 22.89 24.36
M. Korn et al. [20] 19.86 14.63 16.85

R.B. Rusu et al. [21] 24.19 24.42 24.30

5 Conclusions

In this paper, we proposed a novel point cloud stitching pipeline for city-scale point
clouds of urban scenes. The proposed pipeline consists of three main components,
which fully utilizes 2D image mosaicking techniques together with 3D registration
techniques. This pipeline uses 2D image mosaicking techniques to locate the overlap-
ping 3D areas among multiple point clouds first, which is our key contribution and
demonstrated to be very critical based on the experiments, then applies 3D registration
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techniques for better transformation matrix estimation. Experiments on Columbia re-
constructed point clouds and Columbia LiDAR data show that our proposed approach
could successfully stitch multiple city-scale 3D models as long as they share at least a
10% overlapping area. The quantitative evaluations show that our method outperforms
competing methods by a huge margin and achieved 94.12 as precision score, 97.95
as recall score, and 96.00 as F-score. This proposed technique can be used for a vari-
ety of applications, such as city-scale data collection, construction design, environment
change detection due to constructions or natural disasters.
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